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Abstract
This thesis investigates whether sampling-based quantum algorithms can deliver chemically
meaningful predictions for realistic systems on pre–fault-tolerant hardware. We develop
and evaluate a “Model, Sample, Solve” workflow: construct compact, material-informed
Hamiltonians; generate shallow, physics-guided trial states to sample configuration support;
and solve the resulting measurement-defined subspace classically. After establishing a vari-
ational control baseline (qubit-ADAPT-VQE) to quantify accuracy vs. depth/measurement
cost, we pivot to Sample-Based Quantum Diagonalization (SQD) and its extended form
(Ext-SQD), which decouple state preparation from fragile variational optimization and
instead rely on configuration recovery, post-selecteed excitations, and subspace diagonal-
ization.

We instantiate this program in two settings. (i) Embedded surface reactions for Li–O2

interfaces: periodic Density Functional Theory (DFT) geometries feed density-difference
analysis and coupled-cluster natural orbitals to define HONO/LUNO-centered active spaces;
shallow Local Unitary Cluster Jastrow (LUCJ) trials enable SQD/Ext-SQD estimates of
ground and reaction energies that track selected-Configuration Interaction (CI) references
within chemical-accuracy tolerances across feasible sizes. (ii) Periodic band edges in
compact oxides: KS-DFT is projected to tight-binding matrices and augmented with
self-consistent on-site U and inter-site V to form Extended-Hubbard models. Direct gaps
at Γ are computed from many-body ground states in metal oxides with 38-46 spin orbitals.

Beyond results, the thesis contributes standardized, data-driven interfaces (tight-binding
/ Extended-Hubbard instances and descriptors) that tie model building to quantum
experiments with transparent resource reporting (qubits, depth, two-qubit counts). The
overall conclusion is pragmatic: sampling-plus-diagonalization provides a credible near-
term route to CI-grade benchmarks for reactivity and band edges on today’s devices.
Furthermoe, we outline a staged roadmap positioning these workflows for incremental
growth while maintaining verification against classical baselines.

Key-words: Quantum Simulations. Materials Science. Quantum Chemistry.



Resumo
Esta tese investiga se algoritmos quânticos baseados em amostragem podem fornecer
previsões quimicamente significativas para sistemas realistas em hardware pré-tolerante a
falhas. Desenvolvemos e avaliamos um fluxo de trabalho “Modelar, Amostrar, Resolver”:
construir Hamiltonianos compactos informados pelo material; gerar estados-teste rasos,
guiados pela física, para amostrar o suporte de configurações; e resolver classicamente
o subespaço resultante definido por medições. Após estabelecer uma linha de base de
controle variacional (qubit-ADAPT-VQE) para quantificar precisão vs. profundidade/custo
de medição, migramos para a Diagonalização Quântica por Amostragem (Sample-Based
Quantum Diagonalization, SQD) e sua forma estendida (Ext-SQD), que desacoplam a
preparação do estado da frágil otimização variacional e, em vez disso, baseiam-se na
recuperação de configurações, em excitações pós-selecionadas e na diagonalização em
subespaços.

Instanciamos esse programa em dois cenários. (i) Reações de superfície embutidas em
interfaces Li–O2: geometrias periódicas de DFT alimentam análises de diferença de den-
sidade e orbitais naturais de coupled-cluster para definir espaços ativos centrados em
HONO/LUNO; ensaios rasos de Local Unitary Cluster Jastrow (LUCJ) permitem estima-
tivas via SQD/Ext-SQD de energias do estado fundamental e de reação que acompanham
referências de Interação de Configurações (CI) selecionada dentro de tolerâncias de ex-
atidão química em tamanhos viáveis. (ii) Bordas de banda periódicas em óxidos compactos:
KS-DFT é projetada em matrizes de tight-binding e aumentada com parâmetros U locais
e V intersítio auto-consistentes para formar modelos de Hubbard Estendido. Lacunas
diretas em Γ são calculadas a partir de estados fundamentais de muitos corpos em óxidos
metálicos com 38–46 orbitais de spin.

Além dos resultados, a tese contribui com interfaces padronizadas e orientadas a dados
(instâncias e descritores de tight-binding/Hubbard Estendido) que conectam a construção
de modelos a experimentos quânticos com relato transparente de recursos (qubits, profun-
didade, contagem de portas de dois qubits). A conclusão geral é pragmática: amostragem
+ diagonalização fornece uma rota crível no curto prazo para benchmarks de nível CI de
reatividade e bordas de banda nos dispositivos atuais. Além disso, delineamos um roteiro
em etapas que posiciona esses fluxos de trabalho para crescimento incremental, mantendo
a verificação em relação a linhas de base clássicas.

Palavras-chave: Simulações Quânticas. Ciência de Materiais. Química Quântica.



List of Figures

Figure 1 – Example SWAP network for n = 6 qubits. In O(n) steps, each
of the O(n2) pair of qubits (colors) performs an interaction, even with
just linear connectivity. Reproduced from Y. Aleexev, et al., [1] (DOI)
© 2024 Elsevier. Used with permission. . . . . . . . . . . . . . . . . . . 19

Figure 2 – Two circuits implementing the same sequence RYY(θ3) ·RXZ(θ2) ·
RXX(θ1). Reproduced from Y. Aleexev, et al., [1] (DOI) © 2024 Elsevier.
Used with permission. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

Figure 3 – Schematic overview of representative use cases in materials
discovery. The central challenge in quantum theory is to determine
the properties of molecules and solids (blue). This task can be ad-
dressed by solving the electronic Schrödinger equation to compute, for
example, ground-state, excited-state, and non-equilibrium dynamical
properties (vertical arrow). Because exact solutions are computationally
prohibitive, approximations are introduced that reduce the quantum
problem to fit within available computational budgets (red). Accurate
solutions of the electronic Schrödinger equation serve as the foundation
(green) for downstream applications in materials science, including vi-
brational structure calculations, coarse-grained modeling (e.g., corrosion
or deformation), and materials discovery (e.g., catalysis, metamaterials).
Reproduced from Y. Aleexev, et al., [1] (DOI) © 2024 Elsevier. Used
with permission. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

Figure 4 – Fe2S2 (a) and Fe4S4 (b) clusters in ferredoxins; the nitrogenase P-cluster
in the resting state PN (c); and the FeMo cofactor (d). Orange, yellow,
teal, red, blue, gray, and white sticks denote Fe, S, Mo, O, N, C, and
H, respectively. Reproduced from Y. Aleexev, et al., [1] (DOI) © 2024
Elsevier. Used with permission. . . . . . . . . . . . . . . . . . . . . . . 32

Figure 5 – Left: crystal structure of α-RuCl3, showing the van der Waals gap
between RuCl6 honeycomb layers (Ru/Cl as gray/green) and a zigzag-
ordered configuration (red arrows). Right: the 2D Heisenberg–Kitaev
model; spins are white circles and x/y/z bonds are green/blue/red.
Current quantum simulations target 1–2 hexagons (6–10 spins) [2].
Reproduced from Y. Aleexev, et al., [1] (DOI) © 2024 Elsevier. Used
with permission. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

https://doi.org/10.1016/j.future.2024.06.012
https://doi.org/10.1016/j.future.2024.06.012
https://doi.org/10.1016/j.future.2024.06.012
https://doi.org/10.1016/j.future.2024.06.012
https://doi.org/10.1016/j.future.2024.06.012


Figure 6 � (a) Schematic of a[CuO2]4 cell in a cuprate CuO2 plane (Cu/O shown

as orange/red; orbital phases in blue/green). (b) Parameters of the

three-band Hubbard (Emery) model (curved connectors depict kinetic

couplings).Reproduced from Y. Aleexev, et al., [1] (DOI)© 2024 Elsevier.

Used with permission.. . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

Figure 7 � Estimated classically tractable sizes for Frenkel exciton Hamil-

tonians using hierarchical equations of motion on 64 AMD

Opteron cores with 250 GB RAM. Three photosynthetic complexes

are indicated: Fenna�Matthews�Olson (Green Sulfur Bacteria), Light

Harvesting I/II (Purple Bacteria), and Photosystem II (higher plants).

Adapted from [3].Reproduced from Y. Aleexev, et al., [1] (DOI)© 2024

Elsevier. Used with permission. . . . . . . . . . . . . . . . . . . . . . . 40

Figure 8 � Schematic of a planar multilayer transparent radiative-cooling metama-

terial design that admits a binary encoding of layer choices (adapted

from [4]).Reproduced from Y. Aleexev, et al., [1] (DOI)© 2024 Elsevier.

Used with permission.. . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

Figure 9 � Potential Energy Surface for LiH calculated by VQE UCCSD

(blue), ADAPT-VQE UCCSD (green). The result of the direct

diagonalization of the fermionic Hamiltonian using NumPy (red) is

shown as a target. The minimum energy point should tell us the

equilibrium distance for the Li-H bond. We'll give an explanation of

the methods used to calculate later on. . . . . . . . . . . . . . . . . . . 48

Figure 10 � A 3-qubit circuit with eight � parameters which parameterized

the Ry rotations. The circuit also includes CNOTs as the entangling

operations. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

Figure 11 � Mg-MOF-74 structure: (a) conventional unit cell (162 atoms) and

(b) primitive unit cell (54 atoms). Reproduced fromM.A. Barroca, et

al., [5] (DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . 80

Figure 12 � Molecular geometries and bond axes used in the PES calcula-

tions for (a) H 2O, (b) N 2 and (c) CO 2 molecules in the vicinity

of a metal ion M . For H2O, the ion is moved along the C2 rotation

axis. For N2, the ion is moved along the N-N axis. For CO2, the ion is

moved along the O-C-O axis.Reproduced fromM.A. Barroca, et al., [5]

(DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . 82

https://doi.org/10.1016/j.future.2024.06.012


Figure 13 � Convergence to the ground-state energy from quantum sim-

ulations using UCCSD-VQE (green), RY RZ -VQE (red), and

qubit-ADAPT-VQE (blue) as a function of the total number

of VQE iterations. The black line shows the target from direct diag-

onalization of the fermionic Hamiltonian in NumPy (FCI-equivalent).

All ansätze converge to within chemical accuracy (� 1 mHa) of the

target. Notably, qubit-ADAPT-VQE reaches this tolerance in far fewer

iterations than UCCSD-VQE and RY RZ -VQE. Energies correspond to

the (6; 7) active-space calculation.Reproduced fromM.A. Barroca, et

al., [5] (DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . 84

Figure 14 � Potential energy surfaces and energy di�erences with respect

to direct diagonalization with NumPy, for (a) Mg +2 + H 2O, (b)

Mg +2 + N 2 and (c) Mg +2 + CO 2 systems. The black dashed line

in the � E plot represents the chemical accuracy threshold. Noiseless

quantum simulations of UCCSD-VQE (green circles) and qubit-ADAPT-

VQE (blue circles) match the NumPy (magenta triangles) benchmark

in all three cases, however, RY RZ-VQE (red circles) only matches the

benchmark for the simplest system, namely, Mg+2 + H 2O. The black

dashed line in the� E plot represents the chemical accuracy threshold.

Reproduced fromM.A. Barroca, et al., [5] (DOI) CC BY 4.0 (link). . . 86

Figure 15 � Potential Energy Surfaces and energy di�erences with respect

to direct diagonalization with NumPy (purple triangles) for

VQE quantum experiments on hardware (black diamonds)

and qubit-ADAPT-VQE simulation (blue circles). The black

dashed line in the� E plot represents the chemical accuracy threshold.

The adjusted Morse potentials exhibit a considerable overlap, despite

the level of noise present in the hardware data points, which leads

to a reasonable agreement between the observables shown in Table 4.

Reproduced fromM.A. Barroca, et al., [5] (DOI) CC BY 4.0 (link). . . 87

Figure 16 � Potential energy surfaces and energy di�erences with respect

to direct diagonalization with NumPy, for (a) Mg +2 + H 2O,

(b) Mg +2 + N 2 and (c) Mg +2 + CO 2 systems. The black dashed

line in the � E plot represents the chemical accuracy threshold. Results

obtained from quantum experiments on hardware using (3,4) active space

(black diamonds) and quantum simulations in a (6,7) active space (blue

circles) compared to PySCF-based, all-electron classical simulations

using the HF (red squares), DFT (green squares) and NumPy direct

diagonalization (purple triangles). . . . . . . . . . . . . . . . . . . . . . 88



Figure 17 � VQE PES for Zn 2+ adducts: VQE_UCCSD (green), qubit-

ADAPT-VQE (blue), and NumPy exact diagonalization (ma-

genta) agree across all ligands ; VQE_RyRz (red) departs from the

benchmark forN2. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

Figure 18 � qubit-ADAPT-VQE (blue) compared to PySCF HF (red) and

DFT (green) for Zn 2+ adducts. HF and qubit-ADAPT-VQE agree

closely; DFT predicts slightly shorterre, especially forN2. . . . . . . . 91

Figure 19 � Hybrid quantum�classical framework for studying lithium�oxygen

reactions. Geometry optimization and DFT calculations lead into

active-space selection via DDA and natural orbitals, identifying key

orbitals near the reactive site. A truncated LUCJ ansatz is sampled

on quantum hardware (or compressed simulators), and SQD/Ext-SQD

compute reaction energies (� E = Eprod � Ereac), providing insights into

lithium oxide formation. Reproduced fromM.A. Barroca, et al., [6]

(DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . 129

Figure 20 � Active Space selection We start with geometry optimization (a).

Move to the Density di�erence analysis (b) and evaluate each orbital

individual contribution to the density di�erence. Finally, we calculate

the active space using the Natural Orbitals (c), where orbitals for the

product are pictured. They were sorted based on their contribution to

the Density di�erence. Natural Orbitals are calculated and the active

space grows �inside out� from the HONO-LUNO level.Reproduced from

M.A. Barroca, et al., [6] (DOI) CC BY 4.0 (link). . . . . . . . . . . . . 131

Figure 21 � Comparison of ground state and reaction energy results for

classical methods. Classical simulations of the ground state energies

as a function of active space size. The left curves are for the reactant

and the right ones are for the product.Reproduced fromM.A. Barroca,

et al., [6] (DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . 132

Figure 22 � Circuit-to-chip mapping. Green qubits represent� spin orbitals,

red qubits represent� spin orbitals, while blue qubits act as ancillae.

Numbers inside the qubits represent their index with respect to the

device ordering.Reproduced fromM.A. Barroca, et al., [6] (DOI) CC

BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133



Figure 23 � Histograms of electron con�gurations sampled from the quan-

tum hardware for the (14e,20o) reactant active space. We

display only the top-10 con�gurations. Filled (un�lled) circles represent

occupied (unoccupied) orbitals. (a) Histogram for the non-truncated

one-layer LUCJ ansatz. (b) Histogram for the truncated two-layer LUCJ

ansatz. We observe that the truncated variant leads to a more relevant

distribution of electronic con�gurations, that is not dominated by the

reference Hartree�Fock state.Reproduced fromM.A. Barroca, et al., [6]

(DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . 134

Figure 24 � Comparison of ground state and reaction energy results for

SQD methods. SQD calculations of the ground state energies as a

function of active space size. The left curves are for the reactant and

the right ones are for the product.Reproduced fromM.A. Barroca, et

al., [6] (DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . 135

Figure 25 � Comparison of ground state and reaction energy results for

quantum experiments (a) Simulated (yellow diamonds) and experi-

mental (green diamonds) Ext-SQD results compared to Ext-HCI, the

best classical method considered. Experimental Ext-SQD scales up

to 32 orbitals, only. (b) Reaction energies for quantum and classical

methods computed at the� -point. DFT results are shown as a reference

but are known to be overestimated.Reproduced fromM.A. Barroca, et

al., [6] (DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . 136

Figure 26 � DFT ! lattice work�ow. KS densities are projected to a localized

AO basis to yield TB hoppingstpq; intra-site Up and inter-site Vpq are

obtained self-consistently within DFT+ U + V. Each AO becomes a

lattice site; orbitals on the same atom map to di�erent sites. The

�nal model is the Extended-Hubbard Hamiltonian in Equation 6.1.

Reproduced fromDuriez et al. [7] (DOI), CC BY 4.0 (link). . . . . . . . 144

Figure 27 � Validation of the TB projection and resulting sparsity. Left: DFT

(dashed) vs. PAOFLOW TB (solid) bandstructures for Si,ZrO2, and

HfO2. Right: False-colorjt ij j2 at � showing block structure (intra-site

vs. inter-site) and dominant near-neighbor couplings.Reproduced from

Duriez et al. [7] (DOI), CC BY 4.0 (link). . . . . . . . . . . . . . . . . 145



Figure 28 � Hubbard parameters and band�gap shifts in the TBHubbard

EH subset. (a�b) Distributions of intra�site U and inter�site V across

metals ford� p and d� s manifolds. (c�d) Scatter ofE DFT
g vs. E DFT+U+V

g

for d� p and d� s perturbations, respectively. Many Zr/Hf frameworks lie

near the diagonal (small corrections), whereas late�rowd systems show

larger positive shifts, consistent with correlation�driven gap opening.

Reproduced from Carvalho et al. [8] (DOI), CC BY 4.0 (link). . . . . 147

Figure 29 � Dataset at a glance. (a) Coverage of QMOF and its TB (green)

and EH (blue) subsets.(b) t-SNE of TB matrices indicates distinct

clustering among source databases and subsets.(c) t-SNE of SOAP�3 Å

metal�center descriptors (after PCA) highlights chemically coherent

neighborhoods�useful for model transfer and active learning.Repro-

duced fromCarvalho et al. [8] (DOI), CC BY 4.0 (link). . . . . . . . . . 148

Figure 30 � Representative tight�binding matrices at � for two MOFs.

False�color plots of jt ij j2 reveal strong intra�site blocks and chemically

interpretable inter�site couplings (e.g., M�N, C�N, C�H). This spar-

sity/locality is exactly what near�term quantum solvers exploit when

de�ning active spaces and excitation pools.Reproduced fromCarvalho

et al. [8] (DOI), CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . 149

Figure 31 � Direct band gaps at � for HfO 2 and ZrO 2 from DFT and from

lattice Hamiltonians under di�erent interaction settings (TB,

U, V, U + V). Lattice gaps are computed from ground-state energies

in Ne� 1 and Ne sectors using HCI. GW and experimental references

from [9,10]. Reproduced fromDuriez et al. [7] (DOI), CC BY 4.0 (link). 151

Figure 32 � SQD/Ext-SQD on superconducting hardware for (a) HfO 2 (38

qubits) and (b) ZrO 2 (46 qubits). Errors vs. HCI (reference)

as a function of CI-subspace fraction for Ne� 1, Ne, and Ne+1

sectors. Ext-SQD attains HCI-level accuracy with fewer con�gurations

and surpasses CCSD(T).Reproduced fromDuriez et al. [7] (DOI), CC

BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152

Figure 33 � HCI convergence of ground-state energies for HfO 2 and ZrO 2

in the Ne (a), Ne � 1 (b), and Ne+1 (c) electron-number sec-

tors. For HfO2, we plot the deviation from FCI (exact) energies;

for ZrO2, we report absolute energies. The horizontal axis shows the

fraction of the total con�guration space included in the CI diagonal-

ization (as in Fig. 32). Color bars encode the ground-state variance,

Var(H ) = ( hH 2i � h H i 2)=hH i 2, with smaller values indicating higher-

�delity eigenstates. Reproduced fromDuriez et al. [7] (DOI), CC BY

4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153



List of Tables

Table 1 � Qualitative comparison of fermion�to�qubit mappings (for K spin�orbitals).

�Update� refers to the number of qubits a�ected when �ipping an occupa-

tion; �Parity� refers to the number needed to compute fermionic parity.

Shorter support generally yields shorter Pauli strings and shallower

two-qubit ladders. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

Table 2 � The qubit-ADAPT-VQE ansatz converges in 3x and 116x fewer iterations,

and is 5x and 25x faster than the UCCSD-VQE and RY RZ-VQE ansatze,

respectively. The number of iterations for qubit-ADAPT-VQE is the

sum of all VQE iterations. Reproduced fromM.A. Barroca, et al., [5]

(DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . 83

Table 3 � Comparing the circuit sizes generated by di�erent ansätze.

qubit-ADAPT-VQE manages to get satisfactory results while using the

shallowest circuits. Circuits are described in terms of the number of

gate operations and depth required to run on IBM quantum hardware.

Reproduced fromM.A. Barroca, et al., [5] (DOI) CC BY 4.0 (link). . . . 84

Table 4 � Comparison of Equilibrium Distance and Binding Energy for

Mg +2 + H 2O obtained from the �tted Morse potential to results

obtained with di�erent methods. The uncertainties represent the

error bars of the curve �t parameters. Taking the �t uncertainties and

the inherent noise of the quantum hardware data points, we consider all

methods to be in agreement.Reproduced fromM.A. Barroca, et al., [5]

(DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . 88

Table 5 � Comparison of Equilibrium Distances and Binding Energies for

Mg +2 -based systems obtained from the �tted Morse potential

across di�erent methods, both quantum (simulations and hard-

ware experiments) and classical. The Binding Energy values all

agree to within the numeric uncertainty. The equilibrium distances agree

between qubit-ADAPT-VQE and HF, but are 2-3% higher than what is

predicted by DFT. Reproduced fromM.A. Barroca, et al., [5] (DOI) CC

BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

Table 6 � Morse-�t equilibrium distance re and binding energy De for

Zn2+ + H2O from the three VQE ansätze versus NumPy. Uncer-

tainties re�ect �t residuals. . . . . . . . . . . . . . . . . . . . . . . . . . 91

Table 7 � Morse-�t equilibrium distances re and binding energies De for

Zn 2+ adducts from qubit-ADAPT-VQE and PySCF HF/DFT. . 92



Table 8 � Sampling�based quantum chemistry and many�body case stud-

ies on hardware. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

Table 9 � Quantum metrics for select circuits. q is the total number of qubits

used, which is the sum ofs qubits representing spin orbitals anda ancilla

qubits. d is the 2-qubit circuit depth, CX is the number of CNOT

gates andu the number of 1-qubit gates. Notice the small addition of

two electrons in the product's active space makes circuits slightly larger

after we include all occupied orbitals.Reproduced fromM.A. Barroca, et

al., [6] (DOI) CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . 133

Table 10 � Select Ext-SQD and Ext-HCI calculations for product and

reactant. j ~� j is the number of samples taken fromibm_aachen , K

is the number of con�guration recovery iterations used in SQD,D is

the dimension of the subspace being diagonalized by SQD,DE is the

dimension of the subspace being diagonalized by Ext-SQD, whileDEH is

the dimension of the subspace being diagonalized by Ext-HCI.Reproduced

from M.A. Barroca, et al., [6] (DOI) CC BY 4.0 (link). . . . . . . . . . 138

Table 11 � Reaction Energies. � E (in eV) compared across methods.Reproduced

from M.A. Barroca, et al., [6] (DOI) CC BY 4.0 (link). . . . . . . . . . 138

Table 12 � Direct gap of cubic ZrO 2 at � : literature vs. this work (EH value

corresponds to theU+ V point in Fig. 31). Reproduced fromDuriez et

al. [7] (DOI), CC BY 4.0 (link). . . . . . . . . . . . . . . . . . . . . . . 150

Table 13 � Direct band gaps at � (E �
g , eV) for ZrO 2, HfO 2, and Si. TB and

Extended-Hubbard (EHM) values are from HCI on the projected lattice

Hamiltonians; literature values are shown for context.Reproduced from

Duriez et al. [7] (DOI), CC BY 4.0 (link). . . . . . . . . . . . . . . . . . 154



Contents

1 INTRODUCTION . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1 A Pragmatic Paradigm: Quantum-Centric Work�ows . . . . . . . . . 3

1.2 Thesis Goals and Research Questions . . . . . . . . . . . . . . . . . . 4

1.3 Summary of Contributions . . . . . . . . . . . . . . . . . . . . . . . . 5

1.4 Thesis Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.5 Author Contributions and Publication Disclosure . . . . . . . . . . . 6

2 QUANTUM COMPUTING IN MATERIALS SCIENCE: CHAL-

LENGES AND OUTLOOK . . . . . . . . . . . . . . . . . . . . . . . 8

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.2 Key Quantum Algorithms for Materials-Science Work�ows . . . . . 9

2.3 Classical Information Processing . . . . . . . . . . . . . . . . . . . . . 11

2.3.1 Mapping to qubits . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.3.2 Hamiltonian encodings for dynamics simulation. . . . . . . . . . . . . . . 13

2.3.3 Quantum measurement. . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.3.4 Problem-level preprocessing and optimization. . . . . . . . . . . . . . . . 16

2.3.5 Circuits, transpilation, and architecture. . . . . . . . . . . . . . . . . . . 19

2.3.6 Error mitigation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.4 Classical Simulation of Quantum Systems . . . . . . . . . . . . . . . 23

2.4.1 Why use classical simulators. . . . . . . . . . . . . . . . . . . . . . . . . 23

2.4.2 Quantum circuit simulators. . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.4.2.1 Density matrix simulators . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.4.2.2 Tensor network simulators. . . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.4.2.3 Open-system Lindblad simulators. . . . . . . . . . . . . . . . . . . . . . . . 26

2.5 Use-Case Identi�cation . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.5.1 Criteria for selecting relevant use cases. . . . . . . . . . . . . . . . . . . . 26

2.5.2 Overview of use cases. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.5.3 Relevant use cases. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

2.5.3.1 Ground-state electronic structure. . . . . . . . . . . . . . . . . . . . . . . . 30

2.5.3.2 Embedding. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

2.5.3.3 Model systems. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

2.5.4 Excited states. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

2.5.5 Applications of electronic structure. . . . . . . . . . . . . . . . . . . . . . 38

2.6 Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42



3 METHODS FOR QUANTUM SIMULATION OF FERMIONIC SYS-

TEMS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

3.1 Classical Computational Chemistry Methods . . . . . . . . . . . . . . 44

3.1.1 Second-quantized electronic Hamiltonian. . . . . . . . . . . . . . . . . . 44

3.1.2 The Born-Oppenheimer Approximation. . . . . . . . . . . . . . . . . . . . 46

3.1.3 The variational principle. . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.1.4 Slater Determinants and the Fock operator. . . . . . . . . . . . . . . . . 49

3.1.5 The Hartree-Fock Method and the Self-Consistent Field Algorithm. . . . . 51

3.1.6 Density Functional Theory. . . . . . . . . . . . . . . . . . . . . . . . . . 55

3.1.7 Basis sets, frozen cores, and e�ective core potentials. . . . . . . . . . . . 56

3.1.8 Full Con�guration Interaction and Truncated CI Methods. . . . . . . . . . 59

3.1.9 Coupled Cluster Theory: CCSD and CCSD(T). . . . . . . . . . . . . . . . 64

3.2 Quantum Computational Chemistry Methods . . . . . . . . . . . . . 69

3.2.1 The VQE algorithm. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

3.2.1.1 Problem mapping . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

3.2.1.2 The ansatz. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

3.2.1.3 Measurement cost and optimization pathologies. . . . . . . . . . . . . . . . 74

3.2.2 Reducing the problem. . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

3.2.3 VQE variations. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

3.2.3.1 ADAPT-VQE . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

3.2.3.2 qubit-ADAPT-VQE . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

3.3 Adapted Article: Exploring qubit-ADAPT-VQE for materials discovery 79

3.3.1 Problem Statement. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

3.3.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

3.3.3 Results and discussion. . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

3.3.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

3.4 Post-publishing extension: Zn2+ adsorption complexes . . . . . . . . 90

3.5 Summary and motivation for sampling-based methods . . . . . . . . 92

4 SAMPLE-BASED DIAGONALIZATION: CONCEPTS, METHODS,

AND APPLICATIONS . . . . . . . . . . . . . . . . . . . . . . . . . . 94

4.1 Motivation and problem setting . . . . . . . . . . . . . . . . . . . . . 94

4.2 Core algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

4.2.1 Quantum Selected Con�guration Interaction (QSCI). . . . . . . . . . . . 97

4.2.2 Sample-based Quantum Diagonalization (SQD). . . . . . . . . . . . . . . 101

4.2.3 Extended SQD (Ext-SQD) for Ground and Excited States. . . . . . . . . . 104

4.2.4 Sample-Based Krylov Quantum Diagonalization (SKQD). . . . . . . . . . 107

4.3 Reducing required qubit count and scaling-out . . . . . . . . . . . . . 113

4.4 Hardware and chemistry case studies . . . . . . . . . . . . . . . . . . 117

4.5 Practical guidance and pitfalls . . . . . . . . . . . . . . . . . . . . . . 121



4.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

5 QUANTUM SIMULATION OF BATTERY ELECTRODE REACTIONS 126

5.1 Adapted Article: Scaling active spaces in simulations of surface

reactions through sample-based quantum diagonalization . . . . . . 126

5.1.1 Systems and reaction work�ow. . . . . . . . . . . . . . . . . . . . . . . . 127

5.1.2 Methods and Results. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

5.1.3 Discussion and Summary. . . . . . . . . . . . . . . . . . . . . . . . . . . 137

6 BAND GAP ESTIMATION IN PERIODIC MATERIALS VIA SAMPLE-

BASED METHODS . . . . . . . . . . . . . . . . . . . . . . . . . . . 141

6.1 Adapted Articles: Band�Gap Prediction via Sample-Based Quantum

Diagonalization and lattice modeling of metal-organic frameworks

for quantum computers . . . . . . . . . . . . . . . . . . . . . . . . . . 141

6.1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

6.1.2 From DFT to a Material-Informed Lattice Hamiltonian for Crystals. . . . . 143

6.1.3 The TBHubbard database. . . . . . . . . . . . . . . . . . . . . . . . . . 144

6.1.4 From Descriptors to Hamiltonians: How TBHubbard Feeds Band�Gap

Prediction and Quantum Work�ows. . . . . . . . . . . . . . . . . . . . . 146

6.1.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

6.1.6 Discussion. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

7 CONCLUSIONS AND FUTURE DIRECTIONS . . . . . . . . . . . . 155

7.1 Consolidated Answers to Goals & Questions . . . . . . . . . . . . . . 155

7.2 Consolidated Contributions . . . . . . . . . . . . . . . . . . . . . . . . 156

7.3 Review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157

7.4 Implications and future directions . . . . . . . . . . . . . . . . . . . . 160

BIBLIOGRAPHY . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162



1

1 Introduction

The prediction and design of novel catalysts, next-generation battery technologies,
and quantum materials represent grand challenges for the physical sciences. At their core,
these pursuits hinge on a deceptively simple question: how do electrons behave in realistic
systems? Answering this question is a highly di�cult quantum mechanical problem, and
our ability to solve it is a direct gatekeeper to transformative technological progress. In
energy storage, for example, the performance of lithium-ion or next-generation lithium-air
batteries is dictated by complex electrochemical reactions at the solid-electrolyte interphase
(SEI) [11� 14]. Understanding and controlling the formation of this layer, or preventing
the growth of lithium dendrites that lead to battery failure, requires a predictive model
of electron transfer and chemical bonding at a level of quantum detail that is currently
inaccessible [14,15]. Similarly, in catalysis, the e�ciency of processes like nitrogen �xation
or CO2 reduction depends on the subtle electronic structure of transition-metal active sites
within complex molecular or crystalline environments. The d- and f-block elements at the
heart of these catalysts exhibit strong electron correlation, a phenomenon where the motion
of each electron is intricately linked to many others, which de�es simple descriptions [16].

This fundamental challenge is so central to modern science and engineering that
a substantial fraction of supercomputing resources is already dedicated to materials
simulations [1,17]. Even with this immense classical power, a scaling wall persists. The
"gold standard" of quantum chemistry, the full con�guration interaction (FCI) method,
provides a formally exact solution to the electronic Schrödinger equation within a given
basis set. However, its computational cost grows factorially with the number of electrons
and orbitals, rendering it intractable for all but the smallest benchmark systems [18,19].
Its existence serves as a crucial theoretical reference point, but o�ers no practical path
forward for the complex materials that drive modern technology.

To circumvent this dire scaling, a hierarchy of approximation methods has been
developed. Density Functional Theory (DFT) has become the workhorse of the �eld,
o�ering a remarkable balance of cost and accuracy for a wide range of problems, particularly
in ground-state predictions of weakly correlated systems [20,21]. Its success is predicated
on mapping the interacting many-electron problem onto a simpler system of non-interacting
electrons moving in an e�ective potential. However, the exact form of this potential (the
exchange-correlation functional) is unknown and must be approximated [22, 23]. This
leads to well-known failures in systems where electron correlation is strong, such as in the
aforementioned transition-metal catalysts, or where long-range interactions like van der
Waals forces are dominant [24, 25]. Furthermore, standard DFT approximations su�er
from self-interaction error, leading to incorrect predictions for charge localization and
band gaps in many materials [26,27]. On the other hand, wave-function-based methods
from chemistry, such as coupled-cluster theory with single, double, and perturbative
triple excitations (CCSD(T)), can achieve "chemical accuracy" but at a steep polynomial
cost (scaling asO(N 7) for CCSD(T)). As the method is not strictly variational, its high
accuracy comes without a guaranteed lower bound, meaning the calculated energy can fall
below the true value, further complicating its application pro�le, which is already limited
to relatively small systems [28, 29]. The result is a vast and critical space of scienti�c
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problems, complex, strongly correlated, and technologically vital, that remain beyond the
reach of reliable classical simulation.

Quantum computing has emerged as a promising paradigm to dismantle this
wall. By encoding quantum information in qubits and performing operations using the
principles of quantum mechanics, these devices promise to simulate quantum systems with
an e�ciency that classical computers never could. The initial excitement in chemistry and
materials science was fueled by the Variational Quantum Eigensolver (VQE), a hybrid
quantum-classical algorithm that seemed perfectly suited for noisy intermediate-scale
quantum (NISQ) hardware [30� 33]. VQE translates the problem of �nding a system's
ground-state energy into an optimization task. A parameterized quantum circuit, or
"ansatz," is used to prepare a trial wave function on the quantum computer. Its energy
is measured, and a classical optimizer updates the circuit parameters to minimize this
energy, guided by the variational principle [34].

However, as the �eld has pushed VQE towards systems of genuine scienti�c interest,
its profound limitations have become apparent. The optimization process itself is fraught
with challenges. For many problems of interest, the optimization landscape is riddled with
local minima, and the classical optimizers struggle to �nd the true ground state [35]. More
fundamentally, the �eld has had to confront the "barren plateau" phenomenon, a condition
where the gradient of the cost function vanishes exponentially with increasing system
size for many common ansatz choices [36,37]. This makes training the quantum circuit
impossible for all but the smallest systems. Compounding these issues are the immense
measurement overheads required to obtain a statistically signi�cant energy estimate and
the fragility of the algorithm in the presence of hardware noise [38�41].

The limitations of VQE do not signal a failure of the quantum paradigm, but rather
the need for a more robust class of algorithms. In response, the �eld is witnessing a critical
shift toward new techniques that are less reliant on fragile variational optimization loops.
This thesis focuses on one such family:sample-based quantum algorithms [6,7,42� 47].
These methods, including Sample-Based Quantum Diagonalization (SQD) and its variants,
pivot the computational paradigm. Instead of optimizing a complex parameterized
circuit, they use the quantum computer to perform statistical sampling of the many-
body con�guration space. From these samples, a compact, e�ective Hamiltonian can
be constructed in a smaller, more relevant subspace and then diagonalized classically.
This approach is inherently more robust to certain types of noise and, by avoiding the
optimization landscape entirely, sidesteps the barren plateau problem.

These methods are part of a broader evolution in quantum algorithm design.
Another promising family of near-term techniques is quantum Krylov methods. These
algorithms use short-time quantum evolution to construct a basis for a Krylov subspace,
which provides a compact representation of the Hamiltonian's action on an initial state.
Like sample-based methods, they then solve a small eigenvalue problem classically, o�ering
provable convergence guarantees under certain conditions [48]. Both sample-based and
Krylov methods represent a move toward leveraging the unique strengths of quantum
computers (sampling, time evolution) while o�oading the di�cult optimization task
to classical machines. Looking further ahead to the fault-tolerant era, algorithms like
Quantum Phase Estimation (QPE) promise an exponential speedup in �nding eigenvalues.
However, QPE requires long, coherent quantum circuits and access to error correction,
placing it beyond the reach of current and near-term hardware [49� 51]. The work in
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this thesis is therefore positioned at the practical forefront of this algorithmic evolution,
validating the power of sample-based methods as a viable and scalable approach for today's
scienti�c challenges.

1.1 A Pragmatic Paradigm: Quantum-Centric Work�ows

The practical integration of these advanced quantum algorithms into scienti�c
discovery work�ows requires a pragmatic vision. The prevailing model is not of quantum
computers as standalone replacements, but as specialized quantum co-processors embedded
within a larger, classical high-performance computing (HPC) framework. Thisquantum-
centric supercomputing (QCSC) ecosystem acknowledges that quantum computers
will, for the foreseeable future, be a scarce and specialized resource best suited for
speci�c tasks [1]. This hybrid approach is driven by necessity. A typical quantum
simulation work�ow involves a tight interplay between classical and quantum resources.
The classical computer handles a host of critical tasks: pre-processing (e.g., performing
initial DFT calculations to de�ne an active space, optimizing molecular geometries,
generating the Hamiltonian), concurrent processing (e.g., managing the feedback loop in
adaptive algorithms, processing measurement outcomes for error mitigation schemes), and
post-processing (e.g., analyzing results, calculating derivative properties).

This hybrid perspective naturally motivates the use of fragment-based and em-
bedding methods. These powerful techniques provide a formal bridge between quantum
and classical. The core idea is to partition a large, intractable problem into a smaller,
computationally di�cult part and a larger, more manageable environment. For instance,
in simulating a reaction on a catalyst's surface, the active site and the reacting molecule
can be de�ned as the "active space" or "fragment" to be treated with a high-level quantum
method. The surrounding catalyst support and solvent, which interact with the active
site primarily through electrostatic and steric e�ects, can be treated with a more e�cient
classical method like DFT or even a molecular mechanics force �eld. This allows the
precious resources of the quantum computer to be focused exclusively on the region where
strong electron correlation and quantum e�ects are most critical. The success of the entire
simulation then hinges on the �delity of the "quantum-classical" interface and the methods
used to couple the two parts [52,53].

At the technical level, quantum applications within this paradigm are organized
around two primary pursuits:

Quantum simulation aims to solve the Schrödinger equation for these carefully
chosen quantum fragments. As discussed, the central task is often �nding the ground-state
energy, a problem known to be computationally hard in the worst case (belonging to the
Quantum Merlin-Arthur-hard (QMA-hard) complexity class [54� 56]). As the �eld moves
beyond the initial explorations with VQE, the new benchmark for progress is the ability
of methods like sample-based diagonalization and quantum Krylov techniques to deliver
scienti�cally relevant results such as reaction energy barriers and electronic band gaps
for realistic, embedded systems. The goal is to achieve "chemical accuracy" (errors below
1.6 mHa or 1 kcal/mol), the threshold at which computational predictions become truly
useful for guiding experimental e�orts.
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Quantum optimization , in contrast, addresses problems that can be framed
as a discrete search over binary variables. This is crucial for accelerating other parts
of the scienti�c work�ow that lie beyond direct simulation. For example, discovering
new materials involves searching vast chemical spaces, a combinatorial problem that can
be mapped to a Quadratic Unconstrained Binary Optimization (QUBO) model [57� 59].
Similarly, optimizing an experimental synthesis protocol or �nding the ideal placement
of sensors can be framed as QUBOs. Here, algorithms like the Quantum Approximate
Optimization Algorithm (QAOA) or quantum annealing are employed [60� 62]. While
algorithmically distinct from quantum simulation, quantum optimization represents a
complementary avenue for achieving quantum advantage in science, tackling the higher-level
logic of discovery and design.

This thesis is situated squarely within this evolving, pragmatic paradigm. Our
focus is the deployment and validation of sample-based quantum simulation methods for
challenging materials problems that are intractable for classical computers. The following
sections will detail the speci�c research questions that guide this work, summarize the
contributions made, and outline the structure of the thesis.

1.2 Thesis Goals and Research Questions

Our stated goal is to investigate how quantum computing methods can be applied
to realistic scienti�c problems, with a particular focus on the transition from variational
to sample-based techniques as system complexity increases in realistic scenarios. While
most of the thesis focuses on quantum simulation for chemically relevant systems.

We are guided by the following research questions:

ˆ RQ1 - What are the limitations of variational quantum algorithms for modeling
correlated systems, and how do these limitations motivate the transition to sample-
based methods for more realistic simulations?

ˆ RQ2 - How can sample-based quantum diagonalization methods be adapted to study
chemically embedded fragments and periodic Hamiltonians with realistic system
sizes and parameter regimes?

ˆ RQ3 - Can these approaches achieve chemically meaningful accuracy when modeling
surface reactions (e.g., in lithium�oxygen batteries) or estimating electronic band
gaps (e.g., in metal�organic frameworks)?

ˆ RQ4 - What challenges arise when integrating classical embedding techniques with
quantum sampling methods, and how do design choices in problem representation
a�ect performance?

ˆ RQ5 - To what extent can variational and sampling-based algorithms be applied to
simpli�ed systems to benchmark resource requirements and algorithmic stability?

These can be consolidated into one central question:Can shallow, sampling-
driven quantum work�ows deliver chemically meaningful predictions?
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1.3 Summary of Contributions

Our focus is the application of existing quantum computing methods, particularly
sample-based diagonalization and variational algorithms, to chemically and physically
realistic systems. While the methods themselves are established in the literature, their inte-
gration into quantum-classical work�ows for materials simulation represents a meaningful
step toward practical applications. The primary contributions are:

ˆ Early-Stage Variational Benchmarks: Evaluated variational quantum algo-
rithms on simpli�ed test systems to identify resource bottlenecks and convergence
issues. These �ndings motivated the shift toward sample-based methods for realistic
simulations.

ˆ Method Integration and Deployment: Applied and extended SQD methods to
realistic fermionic systems by combining them with classical embedding techniques.
Demonstrated how these methods scale to complex systems of practical relevance.

ˆ Embedded Li�O 2 Surface Reactions. Engineered a quantum�classical work-
�ow for oxygen-reduction steps at Li metal surfaces: periodic DFT geometries
feed density-di�erence analysis (DDA) and CC natural-orbital re�nement to de�ne
HONO�LUNO�centered active spaces. SQD/Ext-SQD yielded ground-state and
reaction energies, up to 32 orbitals, that track classical benchmarks within chemical
accuracy and provide variationally consistent improvements. Tensor-network sam-
pling extended the same circuits to 40 orbitals, quantifying accuracy�cost trade-o�s
and hardware limits.

ˆ SQD for Periodic Hamiltonians (Oxide Band Gaps). Adapted SQD/Ext-
SQD to periodic, material-informed Extended-Hubbard Hamiltonians derived from
DFT ! lattice projections, and computed direct band gaps at� for compact oxides
(ZrO2, HfO2) on pre�fault-tolerant hardware (38�46 qubits), with results consistent
with higher-level classical references.

ˆ TBHubbard Dataset for Transferable Lattice Models. Helped curate and
analyze a CC-licensed resource of tight-binding (TB) models and self-consistent
U; V parameters for MOFs, along with aligned descriptors. TBHubbard provides
standardized EH instances and descriptors that could inform active-space selection,
parameter trends, and benchmarking for periodic SQD work�ows today and pave a
data-ready path to larger framework targets as hardware scales.

1.4 Thesis Structure

This document is organized into seven chapters, progressing from high-level
perspectives and theoretical foundations to methodological application and optimization
strategies. The structure follows a natural trajectory: beginning with a strategic outlook on
the role of quantum computing in materials science, then exploring variational algorithms
and their limitations, and culminating in the deployment of sample-based quantum
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simulation methods as a more scalable alternative. A �nal chapter presents a parallel
investigation into quantum optimization for structured problems. Each chapter is brie�y
described below:

ˆ Chapter 2 � Quantum Computing in Materials Science: Challenges and
Outlook Provides a strategic overview of how quantum computing �ts into materials
discovery work�ows. This chapter, based on a co-authored perspective article,
outlines the scienti�c bottlenecks and emerging opportunities for quantum-enhanced
computation in real-world materials problems.

ˆ Chapter 3 � Methods for Quantum Simulation of Fermionic Systems
Reviews essential background in second quantization, qubit mappings, and variational
quantum algorithms. Classical techniques and the motivation for sample-based
methods such as Sample-Based Quantum Diagonalization, are introduced as well as
published results for early variational method testing on small molecules based on
original work authored by the candidate.

ˆ Chapter 4 � Sample-based diagonalization: concepts, methods, and appli-
cations Presents the theoretical formulation and implementation of Sample Based
Quantum Diagonalization and its variants. The chapter highlights recently published
work, discusses their results, and algorithmic performance of various methods.

ˆ Chapter 5 � Quantum Simulation of Battery Electrode Reactions Applies
the Extended Sample Based Quantum Diagonalization framework to simulate surface
chemical reactions on lithium�oxygen battery interfaces using embedded Hamiltoni-
ans. Results demonstrate the practical applicability of SQD to real materials. This
chapter is based on work where the candidate is �rst author.

ˆ Chapter 6 � Band Gap Estimation in Periodic Materials via Sample-Based
Methods Extends the sampling paradigm to crystalline solids, focusing on cubic
ZrO2 and HfO2. The chapter reports resource usage for quantum experiments,
clari�es how TBHubbard serves as a standardized source of TB/EH models and
descriptors for future scaling, and is based on collaborative work.

ˆ Chapter 7 � Conclusions and Future Directions Summarizes the thesis �ndings
and re�ects on the broader impact of the work. Key directions for future research in
quantum chemistry and materials simulation.

1.5 Author Contributions and Publication Disclosure

This thesis contains material adapted from peer-reviewed publications and preprints
authored or co-authored by the candidate. Where applicable, these materials have been
reformatted to �t the thesis structure, with appropriate attribution. Below is an itemized
summary of the candidate's contributions to each publication.

ˆ Future Generation Computer Systems, Volume 160, 2024, Pages 666-710
� �Quantum-centric Supercomputing for Materials Science: A Perspective
on Challenges and Future Directions� (Co-author)
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� Contributed to conceptual framing and drafting of the manuscript.

� Authored sections related to quantum simulation work�ows and hybrid strate-
gies.

� Conducted literature review on scalable quantum methods for materials science.

ˆ APL Quantum 1 December 2024; 1 (4) � �Exploring qubit-ADAPT-VQE
for materials discovery in direct air capture�

� Applied qubit-ADAPT-VQE to compute potential energy surfaces for simpli�ed
representations of Metal Organic Frameworks.

� Designed and executed all numerical experiments in classical and quantum
hardware.

� Wrote core sections of the manuscript.

ˆ arXiv:2503.10923 � �Scaling active spaces in simulations of surface re-
actions through sample-based quantum diagonalization� (Submitted to
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2 Quantum Computing in Materials Science:

Challenges and Outlook

This chapter is adapted-condensed, and lightly updated-from the perspective article [1].1 The
candidate contributed to Sections III.A, III.C, III.F, and VII of the article, covering qubit
mapping, measurement, circuit transpilation, and use-case identi�cation. The condensed
version presented here surveys algorithmic and infrastructural bottlenecks that arise when
integrating quantum computing into materials science work�ows and purposefully omits
sections IV and V of the original work. It thereby sets the stage for the variational
algorithms discussed in Chapter 3, the sample-based simulation methods developed in
Chapters 4�6.

2.1 Introduction

Materials-science use cases are being investigated as some of the �rst applications
of quantum computing to show practical quantum advantages. The strongest motivation
for this belief is that a great deal of materials-science problems are quantum in nature [63].
Consequently, any computational advance in solving many-body quantum problems will
reverberate from basic discovery to industrial deployment and sustainability goals.

Today, high-performance supercomputing centres devote a substantial share of
their resources to electronic-structure and atomistic simulations [64� 67]. Yet ab-initio calcu-
lations carried out in the full con�guration interaction (CI) limit su�er from exponential or
factorial growth in memory and runtime requirements with system size [68� 73]. Approxima-
tion hierarchies can delay but not remove this wall: they either fail for strongly correlated
materials or become intractable as the system size and complexity increase [74�85].

Quantum computers o�er a route around this classical scaling crisis, encoding
the wave function directly in entangled qubits and thus avoiding the exponential memory
blow-up [63,86]. In realistic deployments, these devices will serve as accelerators inside a
classical high-performance environment�a model known asquantum-centric supercom-
puting (QCSC). Heavy classical processing remains indispensable: to pre-screen chemical
spaces, steer adaptive algorithms, mitigate hardware noise, and decode fault-tolerant
syndromes [50].

In this chapter, we motivate the need for QCSC in materials research, identify the
principal algorithmic and infrastructural challenges that stand between today's hardware
and a genuine quantum advantage, and propose concrete directions for addressing them.
Speci�cally, we examine key algorithms, such as ground-state, excited-state, and discrete-
optimisation approaches with potential for quantum advantage in materials settings. As
1 Published version: Y. Alexeev et al., � Quantum-centric supercomputing for materials science: A

perspective on challenges and future directions,� Future Generation Computer Systems160, 666�710
(2024). © Elsevier BV, reproduced here in accordance with the publisher's policy permitting inclusion
in a non-commercial doctoral thesis.
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well as, materials-science use cases, applications that satisfy three criteria: (i) classical
hardness; (ii) compatibility with NISQ or fault-tolerant devices, depending on the scenario;
and (iii) scienti�c relevance.

The remainder of the chapter is organised as follows. Section 2.2 surveys core
quantum algorithms; Section 2.3 analyses the classical information-processing steps in
hybrid work�ows; Section 2.4 summarises classical quantum-circuit simulators; and Section
2.5 brings these strands together in a set of representative materials science use cases.

2.2 Key Quantum Algorithms for Materials-Science Work�ows

This section surveys the quantum algorithms that are most relevant to materials-
science applications. Although simulating quantum many-body systems is the most
natural target for a quantum computer, certain partial di�erential equations (PDEs) such
as Maxwell's equations or the heat equation, also arise in multiscale materials work�ows.
We therefore treat both categories, beginning with real-time dynamics and progressing to
ground-state, open-system, �nite-temperature, and PDE methods.

Simulating real-time evolution under a Hamiltonian is arguably the most direct use
case for quantum computers, and three algorithmic families span the range from near-term
practicality to asymptotic optimality. At the high-end is qubitization, the culmination
of quantum signal-processing ideas, which implements the propagatore� iHt with only
O

�
t + log(1=�)

�
oracle queries for evolution timet and target error � [87]; the price is

an involved Hamiltonian oracle and ancillary qubits, making qubitization a natural �t
for early fault-tolerant, rather than NISQ-era, devices. On the opposite extreme lie the
Trotter�Suzuki product-formula methods that inaugurated quantum simulation [86,88]: a
p-th-order formula requiresO

�
t1+1 =p=�1=p

�
gate operations, permits a �ne trade-o� between

circuit depth and accuracy, and exploits any commutativity present in the Hamiltonian,
keeping resource demands low enough for present-day hardware. Bridging these regimes is
the HHKL algorithm [89], which patches together local Trotter steps using Lieb�Robinson
bounds to deliver nearly optimal scaling for geometrically local or even power-law decaying
interactions on a lattice [90], e�ectively combining the structural economy of Trotterization
with the precision guarantees of signal-processing approaches.

Predicting ground- and other low-lying energy states is the quintessential materials-
science workload for quantum simulation, yet even deciding whether a local Hamiltonian
is gapped is QMA-hard in the worst case [54,55]. In practice, three algorithmic tiers have
emerged. At the shallow-circuit end, VQE dominates current prototypes: by preparing a
low-depth, parameterised ansatz and variationally minimising the measured energy, it has
been demonstrated on platforms ranging from NMR and photonics to superconducting
and trapped-ion qubits [30� 32, 91� 110]. Related �nite-depth QAOA styles have been
proposed for frustrated lattices [111,112]. VQE's �exibility, however, comes with steep
measurement overheads and optimisation landscapes pitted with barren plateaus, leaving
no guarantee of convergence [36,37]. At the opposite extreme, a fault-tolerant machine can
invoke QPE [113] and its modern re�nements [114� 116], which project onto an eigenstate
with success probability proportional to the squared overlap between the actual ground
state and an initial guess; assumptions on that overlap can be relaxed by appealing to
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dissipative mixing times [117].

Bridging these two ends is a fast-growing family ofquantum Krylov or subspace-
diagonalization methods [33,118� 137]: by repeatedly applying short-time evolutions and
building a small Krylov basis, these algorithms con�ne the eigenproblem to a classically
diagonalized subspace. Many variants [119,120,123� 125,127� 129,131� 135,138,139] enjoy
provable convergence bounds comparable to QPE while requiring circuits only modestly
deeper than VQE.

Furthermore, other sample-based approaches provide an alternative middle path:
methods such as SQD build an e�ective subspace from snapshots of a sampled circuit and
solve the eigenproblem in that sampled subspace without variational optimization [6,7,42�
47]. Because both Krylov and SQD techniques exploit the locality of spin or fermionic
lattice models, they are promising candidates for chemically accurate ground-state energies
on noisy hardware.

Many phenomena in chemistry, condensed matter, and nanoscale devices cannot
be captured by purely unitary dynamics; coupling to phonons, photons, or other bath
modes must be included explicitly. Quantum computers can attack thisopen-system
regime by simulating the Lindblad master equation, which augments coherent Hamiltonian
evolution with dissipators that model environmental interactions [140]. Early proposals
embed the bath in auxiliary qubits and evolve the joint system directly [141� 143], but this
becomes impractical when the environment is large. Digital Trotterization o�ers a scalable
alternative: it approximates the evolution ofk-local Lindbladians [142] and can even handle
non-Markovian kernels by interleaving coherent and jump operators [144]. For sparse or
long-range generators the cost can be reduced further by implementing sparse Stinespring
isometries [145] or by decomposing the Lindbladian as a linear combination of Pauli channels
and applying a variant of the Linear Combination of Unitaries (LCU) framework [146].
Imaginary-time techniques provide yet another route, replacing dissipative evolution by a
sequence of non-unitary projections that can be digitised on gate hardware [147]. More
recently, qubitization has been generalised to Liouvillian dynamics [148], wave-matrix
�Lindbladisation� schemes have been proposed to map open evolution into enlarged
Hamiltonian problems [149,150], and partial probabilistic error-cancellation protocols have
been suggested to embed dissipation within noise-mitigated circuitry [151]. Together, these
approaches lay the groundwork for �rst-principles modelling of charge transport, exciton
di�usion, and light-harvesting processes [117,152�163].

Accurate �nite-temperature expectation values are indispensable for analysing
phase transitions, transport, and battery operating windows. Unlike ground-state prepa-
ration which inherits QMA-hardness in the worst case [54], preparing a Gibbs state at
inverse temperature� is typically easier once� is not too large. Two algorithmic lines have
emerged. The �rst adapts projection ideas from phase estimation: Grover-assisted rejection
sampling cools an in�nite-temperature ensemble to a target� [164,165], and a quantum
heat-bath trick combines two Gibbs states at� to obtain one at 2� [166]. The second
line seeks to mimic physical thermalisation. Discrete-time quantum Metropolis algorithms
over energy eigenstates converge provably to the Gibbs distribution [167], and quantum
walks provide quadratic speed-ups over classical Markov-chain Monte Carlo [168, 169].
Continuous-time approaches simulate Davies generators�Liouvillians believed to model
natural thermalisation [170]�and recent work shows how to implement them e�ciently
even with long-range interactions [155, 171, 172]. Some proposals reduce quantum re-
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sources to a single ancilla qubit plus classical post-processing [117], while others probe
the fundamental link between thermalization and the computational power of quantum
dynamics [173].

Beyond the Schrödinger equation, materials modelling frequently involves partial
di�erential equations, such as Maxwell's equations for electromagnetic response, the
heat equation for thermal transport, and elasticity or eigenmode equations for structural
analysis, problems that are usually discretized with the �nite-element method (FEM).
When an FEM discretization turns a boundary-value problem into a large, sparse linear
system, quantum linear-systems algorithms (QLSAs) provide a natural accelerator [174].
Because FEM matrix elements are often known analytically, one can load them without
a QRAM, preserving the polynomial speedups demonstrated for generic �nite-element
work�ows [175] and for speci�c applications such as heat di�usion [176] and electromagnetic
cavity design [177]. A complementary literature treats initial-value problems: linear
cases have been tackled with Hamiltonian embeddings and sparse-grid techniques [178,
179], while nonlinear PDEs can sometimes be recast into a higher-dimensional linear
Schrödinger form [180]. Such embeddings work only when the resulting wavefunction
remains normalisable [181] and when the target dynamics do not amplify chaos so strongly
that Trotter errors explode [182]; nevertheless, they illustrate how a surprisingly broad
class of classical dynamics can be folded into a quantum-simulation framework [183].

Taken together, the dynamical, ground-state, open-system, �nite-temperature,
and PDE algorithms surveyed above constitute a menu from which complete, quantum-
centric materials work�ows can be assembled.This thesis, however, narrows its attention
to a speci�c subset of that menu. In the chapters that follow, we will focus on sample-
based techniques for electronic-structure problems, and their integration with embedding
strategies on classical high-performance computing (HPC) resources. Other methods such
as qubitized real-time dynamics or quantum �nite-element solvers, are discussed here for
context but remain outside the scope of the original research presented in this thesis. The
next sections will focus on how we process and encode classical information for quantum
computers.

2.3 Classical Information Processing

This section sets the technical levers (encodings, simulation primitives, measure-
ment, compilation, mitigation) that determine qubits, depth, and shots for the applications
studied later.

2.3.1 Mapping to qubits

Quantum computers inherently operate on two-level systems, yet most physical
models of interest in materials science are expressed in terms of fermionic or bosonic
modes. Thus, a preliminary but crucial step in quantum simulations involves translating
the original fermionic or bosonic Hamiltonian into an equivalent representation using
qubits. A suitable mapping must preserve the underlying operator algebra: canonical
anticommutation relations (CAR) for fermions, and canonical commutation relations (CCR)
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for bosons, while e�ciently utilizing quantum resources. Although qubits themselves can
be considered as hard-core bosons [184], directly encoding generic bosonic or fermionic
modes into qubits typically requires careful consideration.

Bosonic modes, having in�nitely many accessible states, �rst require a truncation
to a �nite occupancy cuto� to be represented digitally. Once this cuto� is chosen, encoding
the occupation numbers into qubits involves balancing qubit count against the locality
of operators. Unary encodings yield simpler, more localized operators at a linear qubit
cost, while binary encodings drastically reduce qubit count at the price of increased
operator non-locality. This trade-o� is well documented and explored in detail in the
literature [185�191].

For fermionic modes, the antisymmetric nature of fermionic wavefunctions intro-
duces additional complexity. Fermionic operators anticommute, while spatially separated
qubit operators naturally commute. The earliest known transformation addressing this
issue is the Jordan�Wigner (JW) mapping [192], which represents fermionic operators as
strings of Pauli matrices, incorporating non-local "string" terms to preserve anticommu-
tation. The �eld has subsequently developed numerous alternative mappings, including
parity, Bravyi�Kitaev (BK), and Bravyi�Kitaev superfast (BKSF), each designed to
optimize di�erent resources such as operator locality, qubit count, or opportunities for
symmetry-based reductions [107,110,193� 203]. Some mappings di�er from JW by a simple
unitary transformation, such as a Cli�ord conjugation, while others target speci�c lattice
structures, preserving anticommutation relations only among a carefully selected subset of
fermionic operators.

The choice of fermion-to-qubit mapping profoundly impacts the computational
cost and practicality of simulations. In the near-term quantum era, hardware constraints
such as limited qubit count and shallow circuit depths strongly favor mappings optimized
for compactness and operator locality. In this context, the parity transform, BK transform,
and their variants (particularly when coupled with automated circuit optimization and
compiler techniques [105,204]) can deliver substantially more e�cient quantum circuits
than the JW mapping [107,110,196]. Additionally, lattice-aware mappings that exploit
speci�c geometric structures and limited qubit connectivity in quantum hardware have
also shown promise in reducing resource demands [107,200,201,203,205,206].

Although most current fermion-to-qubit mappings fall into the general framework
of mapping products of Majorana operators to Pauli strings [203], further exploration
and innovation within this framework remain valuable. Future research directions involve
systematically exploring the combinatorial space of mappings to identify even more
resource-e�cient strategies or moving beyond the Majorana-to-Pauli paradigm altogether
to develop entirely new mapping concepts and thus signi�cantly expand our simulation
capabilities.

Regarding the work in this thesis the fermion�to�qubit mapping (and symmetry
tapering) sets qubit counts and operator locality for all embedded Hamiltonians used in
our studies on Chapters 3,5, and 6
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2.3.2 Hamiltonian encodings for dynamics simulation

The intractability of classically simulating generic quantum dynamics has long
motivated quantum computational research [63], representing perhaps the clearest path
towards achieving practical quantum advantage [86]. At the core of such dynamics
simulations is the ability to implement the time-evolution operatore� iHt for a given
Hamiltonian H . Typically, the Hamiltonian is decomposed into a sum of simpler op-
erators, H =

P
i H i , each of which can be diagonalized using straightforward unitary

transformations asH i = Ui D i U
y
i . Examples include exact squares of one-electron fermionic

operators in quantum chemistry, weighted sums of commuting Pauli operators, or one-
sparse operators. The classical pre-processing choice of decomposition, analysis of term
sparsity, and commutation structure signi�cantly impact the e�ciency of subsequent
quantum algorithms [207]. Depending on these choices, well-established methods such as
Trotterization and linear combination of unitaries (LCU) can be employed for compiling
the time-evolution operator into basic quantum gates.

Trotterization

The fundamental principle of Trotterization is the approximation of a complex
quantum evolution through the sequential application of simpler evolutions. For a Hamil-
tonian decomposed asH =

P
i H i , the simplest �rst-order Trotter approximation is given

by:  mY

k=1

e� iH k
t
n

! n

= e� iHt + O

 
m2t2

n

!

: (2.1)

The approximation error decreases with increasing Trotter stepsn. Higher-order formulas,
such as the second-order Trotter-Suzuki approximation:

 mY

k=1

e� iH k
t

2n

1Y

k= m

e� iH k
t

2n

! n

= e� iHt + O

 
m3t3

n2

!

; (2.2)

o�er improved error scaling at the expense of implementation complexity. Speci�c ap-
plications may favor particular Trotter orders; for instance, the second-order formula is
preferred in certain lattice gauge theory simulations due to its manageable complexity and
favorable scaling properties [191,208], while the fourth-order formula has demonstrated
superior accuracy in medium-sized Heisenberg Hamiltonian simulations [209,210].

The accuracy of Trotterization scales asO(tp+1 =np) for a product formula of
order p [86,211]. However, since this error arises from non-commuting Hamiltonian terms,
tighter bounds can be obtained by careful term ordering and grouping, exploiting the
Hamiltonian's commutation structure. Recent works have made progress towards such
re�ned error analyses [88, 207, 212]. In practice, the accuracy that matters most is the
�delity of the state resulting from applying the Trotterized evolution to a particular initial
state, highlighting the importance of further state-dependent optimization.

While Pauli operator decompositions are standard, Trotterization applies generally
to any decomposition into easily simulated operators. For example, one-sparse Hamiltonians
have been simulated via Trotterization [211,213� 216], though detailed error analysis for
these remains limited.
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For Hamiltonians expressed in terms of Pauli operatorsH =
P

i ci Pi , traditional
upper bounds on Trotter steps use thel1-norm jjj H jjj =

P
i jci j. However, this approach

neglects commutation relations, often leading to signi�cant overestimation. More re�ned
analyses involving nested commutators o�er tighter step count bounds, greatly reducing
required quantum resources [88]. Nevertheless, these methods incur high classical compu-
tational costs (O(N p+1 )) for a Hamiltonian with N terms. E�cient classical strategies,
leveraging high-performance computing to optimize term ordering and grouping, are
thus crucial to harnessing quantum hardware e�ectively and achieving practical quantum
advantage.

Ultimately, the optimal Trotterization approach depends heavily on the speci�c
simulation application, initial state, and desired accuracy. Analyzing these factors care-
fully will invariably yield further reductions in quantum resources compared to generic
Hamiltonian-based estimates.

Linear Combination of Unitaries

An alternative to Trotterization involves representing the Hamiltonian as a linear
combination of unitary operators (LCU). In this framework, one constructs a block-encoding
of H into a larger unitary operator U(H ), typically expressed as:

H =
X

n
cnUn ; U(H ) =

X

n
Pn 
 Un ; (2.3)

where the operatorsPn form a complete, orthogonal set of projectors acting on ancilla
qubits. The performance of LCU-based simulation algorithms strongly depends on the
l1-norm � =

P
n jcn j [217]. Consequently, signi�cant e�orts have aimed at reducing�

through optimal choices ofUn operators [218� 220]. A fundamental lower bound on� is set
by half the Hamiltonian's spectral range,(Emax� Emin)=2, thus motivating modi�cations
to the Hamiltonian itself to minimize this quantity [219].

Speci�cally, one can create an e�ective Hamiltonian that faithfully reproduces
dynamics within a targeted symmetry subspace, reducing the spectral range and hence
the l1-norm. Such e�ective Hamiltonians were explored in Ref. [220] and demonstrated to
signi�cantly improve LCU e�ciency. Further reductions could be realized by explicitly
modifying or excluding high-energy states irrelevant to the targeted dynamics.

Moreover, beyond standard Pauli products, alternative unitary decompositions
(e.g., grouping anti-commuting Pauli operators or using tensor hypercontraction) have
been shown to further lower thel1-norm [218, 219]. Evaluating these decompositions
involves balancing classical computational costs, achievedl1-norm reductions, and quantum
implementation complexity, including ancillary qubit requirements and gate counts. Such
comprehensive analyses are critical for fully leveraging LCU approaches in realistic quantum
simulations.

Despite not realizing any work related to dynamics simulations in this thesis this
section is necessary to underscore a very relevant application of Quantum Computers in
chemistry and Materials Science. It would be negligent to not include any mentions.
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2.3.3 Quantum measurement

Many quantum algorithms involve obtaining numerical values of observables, such
as energies and dipole moments, as expectation values of associated operators. Realistic
use cases may involve observables on systems comprising 50 to 100 qubits, leading to
Pauli operator decompositions with potentially millions of terms. This is particularly
notable in electronic structure Hamiltonians, which scale approximately asN 4 Pauli
products. Individually measuring these terms is impractically time-consuming, even on
superconducting architectures with relatively rapid measurements. Thus, grouping Pauli
products to reduce the number of required measurements becomes crucial.

This subsection focuses on methods for estimating the expectation value of a single
operator, such as a Hamiltonian, for a single wavefunction. While the general problem
involves estimating expectation values for multiple operators and wavefunctions, a scenario
that poses additional optimization challenges important for certain applications [221], we
limit our discussion here for clarity and brevity.

All measurement schemes described here yield estimators for the Hamiltonian
expectation value by combining results of projective measurements of Pauli operators.
These measurements can be conceptualized either directly as measurements of generic
Pauli operators or as measurements of diagonal (Ising) Hamiltonian terms in suitably
rotated quantum states. Physical Hamiltonians, such as electronic structure Hamiltonians,
generally cannot be transformed directly into a single diagonal form through local unitary
transformations. Hence, the HamiltonianĤ is usually decomposed into simpler fragments
Ĥn that can each be rotated into diagonal (Ising) form via unitary transformationsÛn :

Ĥ =
X

n
Ĥn ; Ĥn = Ûy

n ẐnÛn ; (2.4)

and the expectation value is estimated as

E(Ĥ ) =
X

n;k

Z (k)
n

M n
; (2.5)

whereZ (k)
n are the measurement outcomes of̂Zn in rotated states Ûn j i , with M n repre-

senting the number of measurements per fragment.

Measurement methods can be categorized based on several criteria:

1. Measurement approach : Direct measurements within the Hilbert space versus
measurements using ancilla qubits for positive operator-valued measures (POVMs).

2. Functional relations : How estimators for measurable operators combine to yield
the estimator for the full Hamiltonian expectation value, either as simple linear
combinations or more complex functional forms [222].

3. Unitary transformations : The complexity of the unitary rotations (Ûn ) required
to diagonalize the measurable operators.

4. Estimator error scaling : Error scaling with measurement count; either shot-noise
limited ( 1=

p
M ) or quantum-limited Heisenberg scaling (1=M). Near-term methods

typically achieve the1=
p

M scaling due to practical limitations on circuit depth.
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Classical shadow tomography [223] is a recent and popular measurement approach.
In this method, random unitary transformations (Ûk) typically drawn from the Cli�ord
group (with subsequent extensions to other unitary groups [224,225]) are applied to states
before measurement. Each random transformation yields a Hamiltonian decomposition
into diagonal termsẐk and non-diagonal remainder termŝRk , the latter contributing no net
expectation value upon measurement. This motivates optimizing the selection of random
unitary transformations to maximize the diagonal components, thereby improving sam-
pling convergence [223,226� 233]. Recent benchmarks for these randomized measurement
approaches have been performed on molecular electronic structure Hamiltonians [234].

Adaptive informationally complete (IC) POVMs o�er a more general framework
for measurement optimization [235,236]. These methods iteratively tailor the measurement
basis to speci�c observables and states, and naturally incorporate noise models [237].
Additionally, IC-POVMs support estimating multiple observables simultaneously, with
subsequent post-processing to mitigate measurement noise [238].

The practical e�ciency of measurement schemes hinges on several factors: (1)
the classical optimization cost involved in identifying optimal measurable fragments;
(2) quantum overhead due to implementing additional unitary transformations; and (3)
measurement overhead necessary to achieve a desired accuracy. Near-term implementations
place particular emphasis on minimizing quantum overhead. For instance, methods using
fermionic-based rotations [39,239� 241] may require fewer total measurements but typically
demand greater quantum resources compared to simpler Cli�ord-based approaches [242,243].
Further measurement e�ciency improvements are possible by selecting fragments that
preserve symmetries, enabling symmetry-based error mitigation by discarding symmetry-
violating outcomes [125,244,245].

A crucial ongoing research direction is identifying physical Hamiltonians amenable
to measurement schemes for near-term hardware. Spin models often decompose naturally
into just a few measurement bases, whereas molecular electronic structure Hamiltonians,
with their N 4 scaling, present considerable measurement complexity. Intermediate cases,
such as the Fermi-Hubbard Hamiltonian, o�er potential tractability by permitting par-
titioning into relatively simple commuting sets that can be diagonalized using shallow
Bell measurement circuits, simultaneously enabling error mitigation through symmetry
checks [246,247]. A detailed exploration of measurement strategies across diverse materials
science simulations can be found in Ref. [248].

The measurement strategy (Pauli grouping, randomized bases, symmetry �lters)
determines the shot budgets and error bars for energies and band gaps reported later.
In practice, we will not be concerned too much with this as we'll see that other aspects
are more relevant to the quality of results at the scale we are studying with sampling
based algorithms. The whole idea behind sampling based algorithms is to circumvent
measuremnet bottlenecks after all.

2.3.4 Problem-level preprocessing and optimization

To achieve quantum advantage with near-term devices, optimizations must be
applied at every level of the computational stack, including the problem de�nition itself.
Since it's impossible to survey all possible input problems for quantum algorithms in
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materials science, we present two illustrative examples of such problem-level preprocessing
and optimization: active space selectionand VQE ansatz design. This highlights a critical
step that will likely be necessary for any successful application on noisy quantum computers.

Active Space Selection and Embedding

A central task in quantum chemistry is solving the eigenvalue problem for a
system's Hamiltonian. However, diagonalizing the full Hamiltonian is computationally
prohibitive and often unnecessary. For many systems of interest, such as point defects in
semiconductors [249], catalysts [250], extended molecules [251], spin defects in solids [252�
256], and molecular qubits [257,258] the chemically relevant physics is localized to a small
subset of orbitals and electrons. This allows for the de�nition of anactive space, which
yields a smaller, e�ective Hamiltonian that can be solved on a quantum computer while
retaining the system's essential properties [259, 260]. The selection of this space often
relies on chemical intuition, as a universal, automated approach is still lacking. This is
particularly crucial for systems with strong electronic correlation (multicon�gurational
systems), whose accurate description requires computationally expensive multireference
methods likeComplete Active Space Self Consistent Field(CASSCF) [261� 263] orDensity
matrix Renormalization Group (DMRG) [264] that scale poorly.

An ab-initio method for systematically de�ning a tractable quantum problem
is Density Matrix Embedding Theory (DMET) [53,265� 275]. In DMET, a user selects a
"fragment" of interest (e.g., orbitals around a defect). The environment's orbitals that
are entangled with this fragment are then identi�ed via a Schmidt decomposition of the
one-body reduced density matrix (1-RDM) of an approximate wavefunction for the whole
system. This is done by diagonalizing the environmental block (Denv) of the 1-RDM:

Denv = U � U y (2.6)

The fragment and its corresponding entangled "bath" orbitals form an embedding subspace,
creating a self-contained quantum problem that's much smaller than the original. The
reader can look at chapter 4 for a more in-depth explanation.

This embedding framework serves as a foundation for powerful hybrid methods.
For instance, inComplete Active Space Density Matrix Embedding Theory(CAS-DMET), a
CASSCF calculation is performed on the embedding subspace to capture static correlation.
Dynamic correlation can then be added using multireference perturbation theories, as in2nd
order n-electron valence state perturbation theory(NEVPT2-DMET) [253 � 255,276� 278].
A more cost-e�ective approach isDensity Matrix Embedded Pair-Density Functional
Theory (DME-PDFT) [274], which leverages multicon�guration pair-density functional
theory (MC-PDFT) [279� 281]. MC-PDFT computes the total energy using the 1- and
2-RDMs from the embedded calculation, o�ering an e�cient way to capture both static
and dynamic correlation. This approach is particularly well-suited for embedding because
it uses semi-local functionals, making it less sensitive to the size of the embedded fragment
than methods like NEVPT2-DMET [274].

Alternative partitioning schemes also exist, such as thelocalized active space
self-consistent �eld (LASSCF)method [268,282]. LASSCF divides the active space into
smaller, localized subspaces that are treated with a high level of theory, connected only
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through a mean �eld. While LASSCF captures strong intra-fragment correlation, the
weaker inter-fragment correlations must be added separately. This can be done classically
with methods like State Interaction (LASSI) [283] or on a quantum computer viaLAS-
UCC [284], where VQE is used to variationally determine the correlation between the
fragments.

Ultimately, accurately modeling the "large" active spaces found in challenging
chemical systems remains a signi�cant hurdle. Classical methods like DMRG and selected
CI [69,71,285� 287] must rely on approximations to remain tractable. Quantum computing
promises to solve these problems with higher accuracy as hardware improves. Hybrid
quantum-classical approaches like LAS-UCC and quantum implementations of perturbation
theory [288] are promising avenues for bridging this gap.

VQE Ansatz Design and Initialization

The VQE is a leading algorithm for solving eigenvalue problems on near-term
quantum hardware [30], with numerous demonstrations on small systems [30� 32,91� 104,
106,108,109]. The success of VQE depends critically on the choice of the parameterized
quantum circuit, or ansatz, U(~� ). An e�ective ansatz must strike a balance between
expressivity (the ability to accurately represent the true ground state) and practicality
(modest circuit depth and trainable parameters). This creates a fundamental trade-o�. On
one end, chemically-inspired ansatzes like unitary coupled-cluster (UCC) [30,94,105,289]
are highly expressive but often result in circuits that are too deep for current hardware.
On the other end, hardware-e�cient ansatzes [32] are designed for speci�c devices but may
be di�cult to train due to barren plateaus [36,37] and can fail to capture the necessary
physics [290].

Signi�cant research aims to �nd a middle ground. Adaptive methods likeADAPT-
VQE [291] and qubit coupled-cluster [292� 294] build the ansatz iteratively, using a pre-
screening step to add only the most signi�cant operators. This strategy reduces both
circuit depth and the number of parameters. While the scalability of training these
adaptive ansätze remains an open question, some techniques like HMP2 [107] show promise.
Furthermore, the increased measurement overhead associated with the operator selection
process can be mitigated with advanced measurement schemes like IC-POVMs [295].

Beyond the ansatz structure, the initialization of the variational parameters
is equally critical for successful optimization. Random initialization can lead to poor
convergence, especially on noisy hardware. A powerful strategy is to use classical pre-
computation to �nd a high-quality starting point. A prime example is the Cli�ord Ansatz
For Quantum Accuracy (CAFQA) [296]. This method �rst constructs an ansatz using only
Cli�ord gates, which can be e�ciently simulated and optimized on a classical computer.
The resulting parameters from this classical search are then used as the initial guess for a
standard VQE optimization with a more expressive ansatz. This idea of bootstrapping
VQE can be extended with other classically tractable methods, such as near-Cli�ord circuits
or tensor network approaches [297,298]. These initialization techniques can be made even
more powerful by incorporating problem-speci�c knowledge to guide the classical search.

Active-space/embedding de�nes the reduced Hamiltonians we utilize on Chapters
3, and 5, while ansatz design and initialization provide the variational baselines and
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comparisons in Chapter 3. These are pivotal to execute the experiments later described in
those chapters.

2.3.5 Circuits, transpilation, and architecture

Just like in classical computing, quantum computations must be broken down into
a sequence of hardware-compatible operations. These operations are typically expressed in
the form of a quantum circuit, which must be transpiled into native gates that respect the
target device's connectivity and architecture. The e�ciency and feasibility of executing
a quantum algorithm in the context of scienti�c applications like materials simulation
critically depend on circuit design, compilation strategies, and hardware capabilities. This
section surveys key developments and considerations at the circuit level, with a focus on
connectivity and circuit optimization.

Connectivity

Many quantum algorithms require pairwise interactions across qubits that may
not be directly connected in hardware. On devices with restricted connectivity, such as
nearest-neighbor architectures, this constraint is typically overcome through the use of
SWAP networks. A well-known example is the linear-depth SWAP network [299� 301],
which enables all

�
n
2

�
qubit pairs to interact using only O(n) circuit depth. This technique

allows e�cient Hamiltonian simulation on linearly connected devices and serves as a
compelling alternative to more complex all-to-all architectures [302,303].

Figure 1 � Example SWAP network for n = 6 qubits. In O(n) steps, each of the
O(n2) pair of qubits (colors) performs an interaction, even with just linear
connectivity. Reproduced from Y. Aleexev, et al., [1] (DOI)© 2024 Elsevier.
Used with permission.

As quantum processors scale, hardware limitations make it increasingly di�cult
to �t large circuits onto a single monolithic QPU. This has led to growing interest in
distributed quantum computing, where multiple QPUs are interconnected through quantum
links to act as a larger composite system. Modular architectures as those of companies
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Figure 2 � Two circuits implementing the same sequence RYY (� 3) �RXZ (� 2) �RXX (� 1).
Reproduced from Y. Aleexev, et al., [1] (DOI)© 2024 Elsevier. Used with
permission.

like IBM, Quantinuum, and IonQ promise this kind of extensibility. Supporting work
has already explored hardware modeling [304], interconnect-aware compilation [305], and
domain-speci�c mappings for algorithms such as variational quantum eigensolvers [306].
While promising, these approaches must contend with real-world challenges like quantum
communication latency and limited entanglement �delity between modules.

Complementing these hardware e�orts, circuit cutting has emerged as a software-
driven strategy to circumvent current device limitations. In this approach, large quantum
circuits are divided into smaller, independently executable fragments [307, 308]. Each
fragment runs on a smaller QPU, and classical post-processing reconstructs the global
output. While early implementations incurred exponential costs, more recent techniques
such as ScaleQC [309] have reduced overheads to sub-exponential in favorable scenarios.
Circuit cutting has thus expanded the practical scope of quantum workloads, though its
scalability depends on improvements in classical reconstruction and tighter integration
with backend infrastructure [310].

Circuit optimization

Once connectivity constraints are addressed, optimizing the circuit structure itself
becomes critical. In Hamiltonian simulation, this often involves synthesizing sequences
of Pauli rotations RPi (� i ). Finding compact decompositions while respecting hardware
topology can signi�cantly reduce circuit depth and gate count. Prior work [107,209,311,312]
has drawn connections between this problem and parity network synthesis [313,314], o�ering
heuristics that exploit commutation and structure. However, extending these methods to
include ancilla qubits or mid-circuit measurement remains an open and active research
direction.

A particularly powerful optimization tool is the use of dynamic circuits that
incorporate mid-circuit measurements and feedforward. Though the principle of deferred
measurement guarantees logical equivalence, mid-circuit measurements can yield signi�cant
practical advantages. For instance, feedforward allows for more e�cient implementations
of controlled rotations [315] and constant-depth constructions of GHZ states, even on
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devices with limited connectivity [316]. These methods have proven especially useful in
optimizing simulation subroutines such as CNOT ladders and merit further compiler-level
support.

Circuit optimizations must also be tailored to the cost model of the target hardware.
On pre-fault-tolerant devices, single-qubit gates are generally cheaper than entangling
gates, whereas in fault-tolerant settings, Cli�ord gates are much less costly than T gates.
E�ective compilers can exploit these asymmetries, producing backend-speci�c code without
requiring the user to manage these details manually [107, 204]. Such abstractions are
crucial for bridging usability and performance in future quantum software stacks.

Beyond exact implementations, allowing approximate unitary synthesis can fur-
ther reduce overhead. Widely used techniques include approximate quantum Fourier
transforms [317], approximate SWAPs [318], and approximate arithmetic in Shor's algo-
rithm [319]. In many cases, approximations tailored to a known input state can drastically
reduce resource usage while preserving accuracy [320,321]. These methods mirror classical
approximation techniques and suggest fruitful directions for quantum compiler research.

Taken together, these developments in connectivity, circuit decomposition, and
approximation form the foundation of quantum circuit design. As hardware matures,
compiler technologies that account for architectural constraints, resource tradeo�s, and
distributed execution will be key to unlocking scalable quantum applications in materials
science and beyond.

Connectivity-aware synthesis (SWAP networks), transpilation, and optional circuit
cutting translate operator counts into backend depth/width in our resource estimates
available later in chapters 3,5 and 6. one needs to be aware of these mechanisms to
minimize depth and improve the quality of results from quantum calculations.

2.3.6 Error mitigation

In the absence of large-scale fault-tolerant quantum computers, noise remains
a de�ning challenge for near-term quantum computation. Although full quantum error
correction (QEC) promises scalable protection against decoherence and gate errors, its
overhead is still out of reach for most contemporary devices. In the interim, a class
of techniques known as quantum error mitigation (QEM) has emerged as a practical
alternative. Rather than correcting errors during computation, QEM methods seek to
reduce the impact of noise on observables through repeated measurements and classical
post-processing [100,245,322,323]. These approaches are especially critical in tasks such
as estimating expectation values of quantum operators, where noise introduces bias and
variance into the output statistics.

One such method, probabilistic error cancellation (PEC), provides a theoretically
rigorous route to recovering ideal expectation values from noisy circuits [324]. This
technique requires learning a detailed noise model for the hardware, then constructing a
weighted ensemble of noisy operations that, on average, cancel the e�ects of the noise. The
accuracy of the results improves with the quality of the noise model, and the estimator
remains unbiased under the assumption that the noise remains stable during execution.
However, this comes at a steep price: the number of samples required grows exponentially
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with the noise rate and circuit size. Recent proposals have explored mitigating this
overhead by replacing sampling with tensor-network simulations [238], which can reduce
the cost quadratically at the expense of additional classical computation. Other e�orts
focus on improving noise parameter estimation to more tightly bound the sampling burden.

Zero-noise extrapolation (ZNE) represents another prominent approach within
QEM, one that avoids explicit noise inversion. Instead, it infers the ideal observable by
evaluating the quantum circuit at arti�cially ampli�ed noise levels and �tting the resulting
data to extrapolate toward the zero-noise limit. Noise ampli�cation can be performed via
analog methods such as pulse stretching [325], digital repetition of subcircuits [326� 328],
or probabilistic circuit resampling based on a learned noise model [329]. While ZNE does
not o�er unbiased results in the strict sense, it is often more practical than PEC due
to signi�cantly lower sampling costs. Nevertheless, its accuracy depends heavily on the
quality of the extrapolation, the noise scaling technique, and the choice of �tting model,
factors that continue to be the subject of ongoing optimization [328]. Extensions of ZNE
to error-corrected circuits have also recently been proposed [330].

A complementary, in-circuit suppression tactic is dynamical decoupling: sequences
of � pulses (e.g., CPMG, XY4/XY8, UDD) inserted during idle windows to average out
slow dephasing and other quasi-static errors by open-loop control [331,332]. DD's e�ect
is well captured by the �lter-function formalism, which connects a chosen sequence to
the device's noise power spectrum and predicts which frequencies are attenuated [333].
Experiments across platforms (NV centers and superconducting qubits) show sizable
coherence extensions and �delity gains under appropriate sequences [334� 336]. In near-
term work�ows, DD is best viewed as error suppression that reduces the e�ective noise
scale in QEM: it can �atten ZNE extrapolation curves and lower the sampling overhead
for PEC, but it is not unbiased correction and may o�er limited bene�t for T1-dominated
noise or when pulse imperfections/crosstalk accumulate. Practical use therefore depends
on scheduler integration (apply on idle wires only, avoid collisions with two-qubit gates)
and on empirical calibration against the device's spectral noise features.

An alternative strategy for improving quantum output �delity relies on leveraging
ensemble correlations across di�erent circuit con�gurations. The Quancorde protocol [337],
for instance, uses a suite of classically simulable �canary circuits� designed to resemble
the target circuit structure to estimate how di�erent mappings or devices respond to
noise. These structural proxies allow for ranking circuit variants by expected �delity.
Measurement outcomes from the target computation are then reweighted according to
this ranking, e�ectively enhancing the probability of correct outcomes while suppressing
spurious contributions. This method is particularly useful in cloud-based or multi-device
contexts, where multiple candidate con�gurations are available.

Taken together, QEM techniques have played a central role in pushing the ca-
pabilities of current quantum hardware, enabling demonstrations of quantum simulation
and other tasks at the edge of classical tractability [329]. As quantum processors improve,
QEM is expected to remain a key component of hybrid quantum-classical work�ows, both
as a stopgap before widespread QEC and as a potential complement to it. One exciting
direction is the co-design of quantum algorithms and mitigation protocols: tailoring circuits
to speci�c noise pro�les, or designing mitigation strategies that exploit known structure in
the application. Such synergies will likely be essential for practical near-term quantum
advantage.



Chapter 2. Quantum Computing in Materials Science: Challenges and Outlook 23

Lightweight error-mitigation techniques are used and detailed in all hardware
experiments in Chapter 3, Chapters 5 and 6.

2.4 Classical Simulation of Quantum Systems

2.4.1 Why use classical simulators

Although quantum computers are envisioned to eventually surpass classical ma-
chines in certain computational tasks, classical simulation of quantum circuits continues
to play a central role in the current, pre�fault-tolerant era [130,297,298,338� 342]. For
researchers developing algorithms, work�ows, and applications in quantum computing
classical simulators o�er capabilities that complement and, in many cases, enable the
e�ective use of quantum hardware.

Several practical motivations underpin their use:

1. E�cient development and debugging: Quantum hardware access is limited
and often incurs queue times or usage costs. Iterative development of quantum
circuits, including debugging and design-space exploration, bene�ts greatly from
rapid turnaround on classical simulators before deployment to real devices.

2. Noise and error modeling: Real quantum processors are susceptible to deco-
herence, gate errors, and readout imperfections. Classical simulators allow noise
models to be selectively applied and tuned, enabling controlled studies of algorithmic
robustness and the evaluation of mitigation strategies such as error suppression or
correction.

3. Scaling studies: While hardware qubit counts remain modest, simulators can
be con�gured to explore larger problem sizes, thereby informing resource scaling
estimates and guiding algorithm design for future architectures.

4. Flexible inspection of quantum states: Simulators can expose the full quantum
state vector or density matrix, allowing the researcher to probe intermediate results,
entanglement measures, or subsystem properties that would not be directly accessible
on hardware.

5. Algorithm�hardware co-design: Simulators can incorporate hardware-speci�c
constraints without incurring physical-device limitations, allowing developers to test
mapping and transpilation strategies in a controlled environment.

6. Variational pre-optimization: Many variational algorithms require repeated
quantum�classical iterations. Running early-stage parameter sweeps on simulators
can reduce hardware execution time by starting from parameters that are already
near optimal [130,297,298]. CAFQA is an example we mentioned earlier.

7. Hybrid HPC integration: Classical HPC resources can be coupled with quantum
hardware, for example, in schemes such as �Operator Backpropagation� [342], where
part of a circuit is executed on hardware and the remainder is simulated classically
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before combining results. This can e�ectively extend achievable circuit depth for
certain work�ows.

In short, classical simulation environments remain a critical tool not only for
algorithm prototyping and benchmarking but also for hybrid execution work�ows in
HPC contexts. As quantum computing matures, such simulators are expected to remain
embedded within multi-node computing environments, serving as an additional execution
backend for subcircuits that fall within their feasible scope.

2.4.2 Quantum circuit simulators

Classical simulation of quantum circuits can be carried out using a variety of
numerical techniques, each optimized for particular state representations, noise models, or
problem structures. In this section, we outline the most widely used simulation paradigms,
discuss their computational characteristics, and highlight their applicability to quantum
computing research, including materials-science�oriented workloads.

It is worth noting that not every quantum circuit presents a challenge for classical
hardware. For example, Cli�ord circuits [343� 345] and certain structured unitaries such
as the quantum Fourier transform [346,347] can be simulated e�ciently for large qubit
counts. Circuits with sparse entanglement or restricted input states may also admit
e�cient simulation strategies [345,348,349]. Likewise, circuits with a modular structure,
such as sparsely coupled clusters of highly connected qubits, can sometimes be simulated
via decomposition techniques similar to circuit cutting (Sec. 2.3.5) [350].

State-vector simulators

The state-vector formalism represents a puren-qubit state as

j i =
2n � 1X

i =0

� i ji i

where the amplitudes� i are complex-valued and stored explicitly in memory. Applying a
sequence of gatesUm� 1 � � � U1U0 corresponds to updating these amplitudes via small dense
matrix multiplications. In practice, 1-qubit gates are2 � 2 matrices and 2-qubit gates are
4 � 4 matrices, consistent with standard gate decompositions [351].

For example, applying a 1-qubit gateU2� 2 to qubit q updates the relevant ampli-
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wheresi = bbi=2pc=2q� p� 1c2q+1 +( bi=2pc%2q� p� 1)2p+1 +( i%2p) for every integeri 2 [0; 2n� 2�
1].

The primary limitation of this method is its exponential memory footprint: storing
all 2n amplitudes in double precision requires16� 2n bytes. To scale beyond the memory of a
single node, HPC implementations distribute the state vector across many nodes [352� 355].
Depth scaling is linear for this approach [350], so deep circuits on modest qubit counts can
still be handled e�ciently; for instance, low-energy nuclear physics simulations withO(108)
gates on 21 qubits have been completed in under an hour on GPU accelerators [356].

Approximate state-vector methods relax accuracy requirements to achieve larger
simulated qubit counts. Truncated amplitude representations have been used to simulate
chemistry-oriented VQE instances on� 64 qubits with negligible loss in accuracy [298,357].
Hybrid strategies such as Feynman path summation can also trade depth for qubit
count [350,358].

2.4.2.1 Density matrix simulators

For open systems or noise modeling, the pure-state description is replaced by the
density operator

� =
X

s
psj sih sj

which encodes a statistical mixture of pure states. This formalism can represent both
classical and quantum uncertainty and is well suited for simulating decoherence and
dissipation.

The computational overhead is signi�cant: ann-qubit density matrix has 4n

complex entries, leading to2n times the memory footprint of the equivalent state-vector
simulation. Under a gateG, the evolution is

� (t) = G(t)� (0)G(t)y (2.9)

with noise channels represented via Kraus decompositions. The generaln-qubit G is
constructed from tensor products of the active gate with identities on una�ected qubits.

This approach is indispensable for high-�delity noise studies and is often com-
bined with stochastic unraveling methods to reduce computational demands in large-n
simulations [359].

2.4.2.2 Tensor network simulators

Tensor network (TN) methods [360� 366] represent quantum states as networks
of tensors connected along shared indices, exploiting entanglement structure to reduce
storage requirements.

Di�erent architectures target di�erent problem geometries:

ˆ MPS � E�cient for 1D systems or low-entanglement circuits, capturing short-range
correlations in a scalable manner.
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ˆ PEPS � Extends MPS concepts to higher dimensions; suited for 2D materials and
lattice models, though computationally heavier.

ˆ TTN � Hierarchical structures useful for circuits with layered entanglement or
natural tree-like decompositions.

ˆ MERA � Designed for critical systems with scale-invariant entanglement, common
in phase transition studies.

ˆ CVTN � Adapted for continuous-variable systems, important in photonics and
�eld theory.

With truncation of bond dimensions, TN simulators have reached qubit counts
in the 200 range for certain circuit classes [362]. Approximation quality depends on
entanglement growth: shallow or low-entanglement circuits are tractable, while generic
deep circuits remain challenging. These methods will be particularly relevant in Chapter 5
where we utilize a truncated MPS simulation to achieve results for higher orbital counts.

2.4.2.3 Open-system Lindblad simulators

When the interaction between a quantum system and its environment cannot be
neglected, Lindblad master equations o�er a compact formalism for non-unitary dynamics.
The equation combines Hamiltonian evolution with dissipative terms modeling decoherence
and noise processes.

Open-system simulators based on Lindblad dynamics are valuable for investigating
relaxation, dephasing, and transport in condensed matter systems, as well as for validating
error mitigation in realistic device settings. Recent work incorporates noise directly into
the simulated gates [367], an approach extensible to non-Markovian noise models via
colored-noise processes.

By enabling direct simulation of decoherence pathways and environment-induced
dynamics, these tools bridge the gap between idealized quantum circuits and laboratory-
scale quantum devices.

In summary, classical quantum-circuit simulation spans a spectrum from exact
state-vector and density-matrix approaches to approximate tensor-network and Lindbladian
methods for open systems. Each o�ers di�erent trade-o�s in scalability, accuracy, and
ability to capture noise e�ects. For this thesis, we primarily employ state-vector, density-
matrix, and tensor-network (speci�cally MPS) methods, as they best capture the dynamics
and system sizes relevant to our materials-science workloads.

2.5 Use-Case Identi�cation

2.5.1 Criteria for selecting relevant use cases

Identifying where quantum computing could provide meaningful advantages in
real-world materials discovery requires a clear, structured set of selection criteria [368]. The
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goal is not to compile an exhaustive catalogue, but rather to pinpoint use cases that both
address pressing scienti�c or industrial needs and exhibit computational characteristics
that make them plausible candidates for quantum acceleration.

Three high-level attributes shape our selection process:

1. Potential impact. We prioritize application domains where improvements in
accuracy, throughput, or insight could signi�cantly in�uence technology development.
Representative targets include semiconductor integration and fabrication, advanced
electronics and optoelectronics, carbon capture and storage, catalysis, energy storage,
materials recycling, and emerging biopharmaceutical applications. The nature of
�impact� varies: in some cases it stems from achieving unprecedented resolution in
the description of underlying mechanisms; in others, from enabling high-throughput
screening to rapidly isolate the most promising material candidates.

2. Relevant physical scales. Practical materials design problems rarely reside at
a single scale. Instead, they demand simulations spanning length and time scales
over more than ten orders of magnitude. A comprehensive work�ow may involve
quantum-mechanical electronic structure calculations, molecular dynamics at the
atomistic or coarse-grained level, and macroscopic thermodynamic or continuum
models. The increasing integration of machine learning and AI-driven surrogates
further expands this toolkit, accelerating generative materials design, large-scale
screening, and multi-�delity simulation.

3. System complexity. Many frontier applications involve structurally and chemically
complex materials, where critical physical or chemical events occur within regions
containing thousands of molecular building blocks and millions of atoms. To make
simulation tractable, one must identify the smallest representative domain capable
of capturing the essential phenomena. This could range from the active space of a
catalyst, to a reactive surface patch, or even to macroscopic engineered structures
such as an aircraft composite component.

These attributes help narrow the scope to problems that are both important and
challenging, but they do not in themselves determine whether quantum computing is the
right tool. Once a candidate domain is identi�ed, a second layer of analysis is needed,
one that compares the computational challenge from both the classical and quantum
perspectives, and evaluates the feasibility of the required work�ows.

For each potential use case, we therefore assess:

1. the signi�cance of the problem in a real-world context,

2. the computational di�culty of the best-known classical simulation methods,

3. the expected resource demands of the quantum formulation, both on near-term
devices and in the fault-tolerant regime,

4. the practical challenges of executing the resulting quantum circuits on hardware and
in classical simulators, and
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5. the potential for hybrid execution strategies that combine HPC resources with
quantum processors in a tightly integrated work�ow.

Framing the criteria in this two-stage manner, �rst by identifying impactful, physi-
cally relevant, and complex problems, and then by evaluating their computational feasibility
from both classical and quantum standpoints, ensures that selected use cases represent
not only areas of high scienti�c and technological value but also realistic opportunities for
early quantum advantage.

These criteria guided how we picked embedded fragments and periodic models
and shaped the benchmarking/veri�cation baselines introduced in Chapters 5 and 6

2.5.2 Overview of use cases

Figure 3 � Schematic overview of representative use cases in materials discovery.
The central challenge in quantum theory is to determine the properties of
molecules and solids (blue). This task can be addressed by solving the electronic
Schrödinger equation to compute, for example, ground-state, excited-state,
and non-equilibrium dynamical properties (vertical arrow). Because exact
solutions are computationally prohibitive, approximations are introduced that
reduce the quantum problem to �t within available computational budgets (red).
Accurate solutions of the electronic Schrödinger equation serve as the foundation
(green) for downstream applications in materials science, including vibrational
structure calculations, coarse-grained modeling (e.g., corrosion or deformation),
and materials discovery (e.g., catalysis, metamaterials).Reproduced from Y.
Aleexev, et al., [1] (DOI) © 2024 Elsevier. Used with permission.

In quantum condensed matter physics and quantum chemistry, one of the funda-
mental objectives is to predict the properties of interacting atomic, molecular, amorphous,
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and crystalline systems. Beyond deepening our understanding of quantum mechanics itself,
the ability to solve such problems with high �delity would have direct implications for
technological domains as varied as the design of new magnetic materials, high-e�ciency
photovoltaics, heterogeneous catalysts, and quantum information hardware, as well as
pharmaceutical drug discovery.

The computational demands for an accurateab initio treatment of realistic systems,
both in terms of qubit count and gate depth, are well beyond the reach of current and
near-term quantum hardware, except for very small cases. This has been made explicit in
resource estimates by several authors, including Reiheret al. [369], Tubmanet al. [370],
Elfving et al. [371], and Goingset al. [372], who analyzed the use of quantum phase
estimation for challenging electronic structure targets such as the nitrogenase cofactor,
the chromium dimer, and cytochrome P450 on fault-tolerant devices.

Given these limitations, it is common to introduce approximations that reduce
the problem size to a form that can be addressed within available quantum or classical
resources (Figure 3, left). Two broad strategies are prevalent:

ˆ Embedding approaches , as we saw earlier, isolate a subset of strongly correlated
�active� degrees of freedom (often speci�c orbitals or lattice sites) and formulate
an auxiliary quantum problem for these while treating the remainder of the system
with a classical approximation. Systematic improvement is possible by enlarging the
embedded subspace or by using higher-accuracy classical solvers.

ˆ Model system approaches replace the full physical system with a minimal e�ective
low-energy model, then incrementally enrich the model until it reproduces the target
physics. For example, the Heisenberg spin model captures the low-energy behavior
of the t� J model, which in turn approximates certain regimes of the Hubbard model.

Both methods can yield problems that are much more tractable for quantum
hardware than the full electronic structure problem. Typically, embedding techniques
produce compact but dense Hamiltonians (few qubits, many operations), while model
systems produce larger but sparse Hamiltonians (many qubits, fewer operations). Sparsity
can be exploited on devices with limited connectivity to keep gate counts manageable.

The speci�c physical observables of interest also play a decisive role in de�ning the
computational approach. Standard electronic structure work�ows focus on ground-state
properties, such as total energies and band structures, from which structural, vibrational,
and mechanical characteristics can be inferred. However, real materials are probed at �nite
temperature and under conditions that reveal excited-state and dynamical properties.

Experimental techniques such as photoemission spectroscopy (single-particle ex-
citation spectra and band gaps) [373], nuclear magnetic resonance and neutron scat-
tering (nuclear spin excitations), and optical conductivity measurements (two-particle
current�current correlations) require access to excited states. Traditional density functional
theory (DFT) often needs additional approximations to provide these quantities, and
DFT-derived band gaps are notoriously unreliable for semiconductors [374� 376]. Quantum
methods that directly encode excitation spectra could therefore complement and extend
existing computational tools.
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In many experimental scenarios, an external perturbation probes the material. If
the perturbation is weak, linear response theory provides an accurate description. Strong
perturbations, however, drive the system far from equilibrium and require time-dependent
modeling. Examples include quenches (instantaneous changes to the Hamiltonian), steady
states after bias application, and periodically driven systems such as those illuminated by
continuous-wave lasers.

While classical simulation of ground-state physics is well established, excited-state
and real-time dynamics remain computationally intensive, often pushing the limits of
current HPC resources. Accurately modeling such nonequilibrium phenomena is still
an emerging capability and thus presents a promising application space for quantum
computing.

Finally, reliable solutions to the electronic structure problem also enable down-
stream calculations: solving the nuclear Schrödinger equation for vibrational modes,
developing coarse-grained models to describe mesoscale phenomena, and predicting macro-
scopic material behavior such as corrosion, mechanical stress, and fracture propagation
(Figure 3, right). These multiscale connections reinforce the importance of improving elec-
tronic structure capabilities whether through classical acceleration, quantum algorithms,
or hybrid approaches.

This motivates our focus on (i) ground-state energetics for embedded fragments
(Chapter 5) and (ii) spectral/band-gap proxies in periodic models (Chapter 6), executed
with pre-fault-tolerant sampling methods from Chapter 4.

2.5.3 Relevant use cases

Some of the use cases are not relevant to our work, but still, they are noted here
because of their importance and potential in near-term quantum computing for materials
science.

2.5.3.1 Ground-state electronic structure

A central objective of electronic structure theory is to determine the ground and
low-lying eigenstates of a molecular Hamiltonian, typically within the Born�Oppenheimer
approximation at �xed nuclear coordinatesR . Mapping out the potential energy surface
E(R ) is essential for understanding reactivity, reaction rates, and product distributions.
In particular, predicting reaction barrier heights with � 1 kcal/mol accuracy relative
to experiment is critical for applications such as catalyst discovery, battery electrode
modeling, and process design, yet it still remains challenging for standard approaches,
especially DFT [376].

As an illustration, process design often seeks reactant sets for which desired
reactions have lower barriers than competing pathways. Experimental screening across
many candidate reactants can be slow, costly, and hazardous. Computation promises
orders-of-magnitude gains in speed, safety, and cost for barrier screening, but state-of-
the-art classical methods are frequently not accurate enough to resolve small barrier
di�erences.
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The accuracy target for reaction barriers (� 1kcal/mol) and multireference chal-
lenges justi�es our embedded-fragment studies on Chapter 5 and the shift from pure VQE
baselines (Chapter 3) to sample-based diagonalization (Chapter 4).

Static and dynamic correlation

Electronic wavefunctions are commonly categorized as single-reference or mul-
tireference. Single-reference cases are dominated by one electronic con�guration; most
molecular ground states fall in this category. Multireference character becomes prominent
for excited states, stretched bonds, transition-metal chemistry, or small HOMO�LUMO
gaps (e.g., extended� systems).

Single-reference problems are well served by classical quantum chemistry, from
DFT (routinely O(103) atoms [20]) to coupled-cluster methods (kcal/mol accuracy at
O(10) atoms [377]). By contrast, extending high accuracy to genuinely multireference
systems remains di�cult; despite progress, accuracy for systems larger thanO(1) atoms is
typically far lower than in the single-reference regime.

Transition-metal chemistry provides many multireference exemplars [69, 378].
Transition-metal oxides underpin catalysis, semiconductor technology, pigments, and
beyond, yet DFT benchmarks for their bond dissociation energetics show mean absolute
errors of&30 kJ/mol (7 kcal/mol) [379], underscoring the challenge for DFT in transition-
metal energetics. Representative hard instances include:

1. Enzyme active sites with transition metals, often with multiple coupled centers
(Fig. 4):

ˆ Fe2S2 and Fe4S4 clusters in ferredoxins [380], with active spaces of (30e,20o)
and (36e,54o), respectively [381,382];

ˆ the FeMo cofactor of nitrogenase (biological N2 reduction) [369,383], modeled
with a (113e,76o) active space [384,385];

ˆ the nitrogenase P-cluster [386] and the O2-evolving complex of photosys-
tem II [387, 388]. For the P-cluster, relevant charge states (PN , P1+ , POX )
correspond to (114e,73o), (117e,75o), and (120e,77o) active spaces, respectively.

These active sites motivate highly multireference treatments to disentangle spin
coupling and metal�metal delocalization essential for interpreting spectroscopy [380,
386,388� 390], beyond what DFT-based studies alone capture [391� 393]. The iron
clusters example is particularly relevant as it was recently studied using sample-based
quantum algorithms [42]

2. Nanocatalysts and surfaces with transition metals. Mechanistic modeling for het-
erogeneous catalysts is comparably demanding. Even single-reference treatments
at accuracy well beyond DFT are di�cult, while DFT adsorption energies can be
unreliable [394,395]. Multireference e�ects are expected in various oxide catalysts
and along reaction paths [394,396�398].

Across these systems, the core computational task is obtaining the ground (or
low-lying) eigenstates of the electronic Hamiltonian. A primary benchmark is whether
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Figure 4 � Fe2S2 (a) and Fe4S4 (b) clusters in ferredoxins; the nitrogenase P-cluster in
the resting statePN (c); and the FeMo cofactor (d). Orange, yellow, teal, red,
blue, gray, and white sticks denote Fe, S, Mo, O, N, C, and H, respectively.
Reproduced from Y. Aleexev, et al., [1] (DOI)© 2024 Elsevier. Used with
permission.

quantum algorithms can deliver more accurate energies (for comparable resources) than
the best classical methods. Proof-of-principle studies can target the active spaces listed
above, but realistic chemistry ultimately requires (i) larger electron�orbital spaces, (ii)
environment, dynamics, and solvation e�ects, and (iii) dynamical correlation. Notably,
even nominally single-reference systems become classically challenging at large scale [399].

Relativistic e�ects

Many systems (e.g., Au atoms, U dimers) demand explicit relativistic corrections
to Hamiltonians to achieve accurate ground and excited states. Omitting relativistic e�ects
imposes a fundamental precision limit on quantum (and classical) predictions [400].

Correlated electronic structure in solids

In crystalline materials, weakly interacting electrons are well described by band
theory and DFT, but strong correlations can invalidate the non-interacting picture. Mott
insulators, for example, are insulating due to interactions despite band-theory metallicity.
While Mott physics is well established, other strongly correlated phenomena still lack
predictive microscopic theories. Two prominent examples are:
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ˆ High-Tc superconductivity. The mechanisms�especially the roles of the pseudogap
and strange-metal regimes�remain unsettled [401�403].

ˆ Frustrated spin systems. These host topological and gapless spin liquids [404] and
have long served as benchmarks for advanced numerical methods, making them
attractive for quantum simulation.

2.5.3.2 Embedding

Highly relevant real-world instances of the electronic structure problem (e.g.,
catalysis) require substantial quantum resources, creating tension between realism and
near-term feasibility. Quantum embedding and e�ective low-energy modeling o�er practical
paths forward that are also compelling near-term quantum applications.

In embedding, the system is partitioned into an active space plus an environment.
The environment is treated at a lower level of theory, while the active space receives a
higher-accuracy (and more expensive) treatment. Because the active space spans a much
smaller Hilbert space, quantum simulation becomes feasible on quantum hardware or high-
end emulators. Typical active spaces include point defects in semiconductors/insulators
and catalytic active sites at surfaces or interfaces.

Representative embedding strategies include:

ˆ Density-based embedding : de�ne a spatial active region; treat the environ-
ment with DFT and the active region with higher-level DFT (DFT-in-DFT) or
wavefunction methods (WF-in-DFT) [405�408].

ˆ Density matrix embedding theory (DMET) [53, 265� 275]: de�ne a spatial
fragment; couple to bath orbitals obtained from a lower-level calculation and enforce
consistency via a one-body potential.

ˆ Green's function�based embedding : de�ne an active subspace in terms of single-
particle states and partition the nonlocal, frequency-dependent self-energy into high-
and low-level components with a double-counting correction (e.g., DMFT+DFT [409,
410], DMFT+GW [411�416], SEET [417�419], and QDET [259,260,420,421]).

Practically, embedding work�ows begin with a low-level calculation of the full
system to parameterize the many-body e�ective Hamiltonian for the active space. In QDET,
this Hamiltonian includes (i) a one-body term with an exact double-counting correction
for G0W0 as the low-level theory, and (ii) a two-body term incorporating environmental
screening. QDET avoids explicit sums over empty states, enabling large-scale applications.
With GPU-accelerated classical HPC, systems of> 103 atoms and active spaces of> 102

orbitals are feasible. The resulting second-quantized Hamiltonian can be solved with
classical FCI or mapped to qubits for quantum eigensolvers [259,294,422� 428]. Remaining
challenges include high-throughput data movement between HPC and quantum devices,
�tting gate counts and depths to hardware constraints, and noise mitigation to prevent
unphysical outcomes. Notably, quantum computers themselves are used to probe spin
defects in solids (promising building blocks for improved quantum hardware) creating a
productive feedback loop between materials and quantum computing.
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Recent applications include the previoulsy mentioned methods CAS-DMET and
NEVPT2-DMET applied to color-center and oxide defects: NV� 1 and SiV0 in diamond,
and OV0 in MgO bulk and surface [253� 255]. For NV� 1, NEVPT2-DMET with a reduced
embedding and CAS(10e,9o) yields a triplet�triplet excitation of 2.31 eV (vs. 2.18 eV
experiment) and a dark singlet�singlet at 1.02 eV (vs. 1.26 eV). For bulk OV0 in MgO,
NEVPT2-DMET with CAS(2e,5o) predicts 5.24 eV, close to the 5.03 eV absorption
maximum. Surface OV0 excitations have also been treated with CAS-DMET, NEVPT2-
DMET, and DME-PDFT, though reported experimental values vary widely (1�5 eV). Using
MP2 and CCSD solvers within DMET, CO adsorption energies on MgO computed with
the largest embeddings agree with non-embedded references within 1.2 kcal/mol [429]. The
LASUCC and LASSI methods have been benchmarked on strongly correlated molecules,
including the dissociation of (H2)2, bond breaking in trans-butadiene, andJ -coupling in
a tris-(� -hydroxo)-bridged Cr complex, showing excellent agreement with corresponding
CASCI using LAS orbitals [283,284].

As noted before, embedding is the workhorse interface that yields the reduced
Hamiltonians we solve in Chapters 5, setting sizes and couplings for our quantum runs,
which feed directly into the resource analyses.

2.5.3.3 Model systems

Low-energy models replace the full electronic problem with e�ective Hamiltonians
for relevant low-energy degrees of freedom, which are then solved for ground and excited
states. The real-world utility of such models depends on (i) proposing the right e�ective
form with reliable parameterization and (ii) solving it accurately enough that qualitative
and quantitative conclusions are robust to small parameter perturbations and solution
errors.

Band theory (and Fermi-liquid phenomenology for metals) is the standard e�ective
description. When it fails, as in high-Tc cuprates or spin-liquid candidates, richer models
(e.g., Emery or Heisenberg-type) are invoked. These can illuminate physics but also
introduce free parameters whose values are uncertain (often inferred from experiment or
ab initio downfolding), potentially biasing conclusions. Accurate yet tractable models that
admit large-scale simulation are therefore highly desirable.

Downfolding most commonly proceeds from DFT: hopping integrals via Wan-
nier projections [430], and screened interactions via constrained DFT or RPA, with
double-counting corrections to remove interactions already included in DFT [431� 433,433].
Alternatives include Löwdin partitioning (potentially with stochastic elements) [434,435]
and canonical transformations [436, 437]. Despite their advantages, it is often hard to
quantify whether a chosen model ansatz and its parameters area priori adequate.

In what follows we highlight two widely studied classes: spin Hamiltonians and
fermionic lattice models.
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Spin Hamiltonians

Spin models capture magnetic properties and broader correlated/ frustrated
phenomena. A lattice withn sites and spin-s degrees of freedom has(2s+1) n con�gurations.
Thermal agitation yields disordered moments at highT, whereas asT ! 0 many systems
develop long-range order (ferromagnetic or antiferromagnetic). By analogy with gases
(paramagnets) and solids (ordered magnets), one may ask whether a �spin liquid� exists.

Quantum spin liquids [438� 443] lack magnetic order at any �niteT yet feature
strong entanglement and quantum �uctuations. Frustration (geometric and/or interaction-
driven)generates a large manifold of near-degenerate con�gurations, suppressing order.
Low-spin systems (e.g.,s = 1

2) favor quantum behavior since energy barriers between
microstates scale ass2.

Figure 5 � Left: crystal structure of � -RuCl3, showing the van der Waals gap between
RuCl6 honeycomb layers (Ru/Cl as gray/green) and a zigzag-ordered con�gu-
ration (red arrows). Right: the 2D Heisenberg�Kitaev model; spins are white
circles andx=y=z bonds are green/blue/red. Current quantum simulations
target 1�2 hexagons (6�10 spins) [2].Reproduced from Y. Aleexev, et al., [1]
(DOI) © 2024 Elsevier. Used with permission.

A prominent proximate spin-liquid material is � -RuCl3 (Fig. 5). Stacked honey-
comb layers of edge-sharing RuCl6 octahedra exhibit strong spin�orbit coupling, enabling
a j = 1

2 description of Ru3+ [444]. The low-energy physics is commonly modeled by the
Kitaev�Heisenberg Hamiltonian

Hkh =
X

hij i 


J ~Si � ~Sj + K S i
 Sj
 ; (2.10)

where hij i 
 runs over bonds
 2 f x; y; zg [445, 446]. Although� -RuCl3 orders in a
zigzag pattern at lowT [447,448], Raman and inelastic neutron scattering reveal continua
suggestive of fractionalized excitations [447,449]. Realistic descriptions augmentHkh with
o�-diagonal couplings,

H = Hkh +
X

hij i 


�( Si� Sj� + Si� Sj� )

+
X

hij i 


� 0(Si
 Sj� + Si
 Sj� + Si� Sj
 + Si� Sj
 );
(2.11)
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with f �; �; 
 g = f x; y; zg, f z; x; yg, f y; z; xg for 
 = z; y; x [450]. Parameter sets inferred
from ab initio and phenomenology vary appreciably [447, 450� 452], though a common
scenario takesK < 0 (dominant), � > 0 (signi�cant), and a subleading ferromagnetic
J [2,453]. The exactly solvable Kitaev point (J = � = � 0 = 0) provides a useful reference;
echoes of its two Majorana fermion species may persist in� -RuCl3 observables [454,455].
These2-local spin-12 Hamiltonians are natural for quantum hardware and motivate studies
of speci�c heat and dynamical structure factors.

Lattice models

Competing orders, e.g., metal�insulator [456], para- to ferromagnet [457], and
normal- to superconducting [458,459] are hallmarks of correlated materials. Canonical
microscopic descriptions are provided by fermionic lattice models such as the one-band
Hubbard model [460�463]:

Ĥ = � t
X

hij i ;�

�
ây

i� âj� + h :c:
�

+ U
X

i

n̂i " n̂i #: (2.12)

Despite its simplicity, the model hosts interaction-driven insulating phases, magnetism,
and superconductivity, with details highly sensitive to parameters. Exact solutions exist in
1D [464] andd!1 [465]; series expansions are exact only at elevated temperatures [466].
At relevant regimes in 2D/3D, controlled approximations (variational, diagrammatic, and
embedding methods) are used [467], with ongoing community benchmarks [467,468].

Figure 6 � (a) Schematic of a[CuO2]4 cell in a cuprate CuO2 plane (Cu/O shown as or-
ange/red; orbital phases in blue/green). (b) Parameters of the three-band Hub-
bard (Emery) model (curved connectors depict kinetic couplings).Reproduced
from Y. Aleexev, et al., [1] (DOI) © 2024 Elsevier. Used with permission.

A technologically relevant extension is the two-dimensional three-band (Emery)
model [469], believed to capture essential cuprate physics arising from Cudx2� y2 and O
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px;y orbitals (Fig. 6). In the �phase representation,�

Ĥ = tpd

X

hij i ;�

�
d̂y

i� p̂j� + h :c:
�

+ tpp

X

hij i ;�

�
p̂y

i� p̂j� + h :c:
�

� � pd

X

i;�

n̂d
i� + Ud

X

i

n̂d
i " n̂d

i # + Up

X

i

n̂p
i " n̂p

i #

+ Vpd

X

hij i ;�;�

n̂p
i� n̂p

j� ;

(2.13)

whered(y)
i� / p(y)

i� create/annihilate a hole on Cu(3d)/O(2p) orbitals, n̂d=p
i� are number opera-

tors, and � pd is the O�Cu charge transfer gap.

Classically, the Emery model has been tackled by exact diagonalization (up to
24 sites) [470], QMC and DMRG (80�144 sites) [471,472], and DMET embeddings (12
sites) [473], targeting spin�spin andd-wave correlations to assess stripes and supercon-
ductivity [470� 473]. Unlike the one-band case, consensus on key aspects is still lacking,
opening the door for high-accuracy quantum algorithms to studyO(102)-site lattices.

Although the one-band Hubbard model captures much cuprate phenomenology
(e.g., d-wave pairing, charge/spin orders, pseudogap, stripes), there are strong reasons to
work directly with the three-band model: (a) possible loss of oxygen-related physics in
one-band reductions (e.g., pseudogap signatures) [474]; (b) parameter degeneracies in the
one-band model [468] that may be lifted by the additional degrees of freedom; and (c)
explicit atomic structure and closer ties to nanoscale experiments [475�477].

Lattice models provide (i) structured benchmarks for our sampling pipelines
(Chapter 4) and (ii) the tight-binding/extended Hubbard backdrop used for band-gap
estimation in periodic materials (Chapter 6).

2.5.4 Excited states

In many condensed-matter experiments, the focus is on probing dynamical rather
than purely equilibrium properties. Techniques such as neutron or photon scattering, and
angle-resolved photoemission spectroscopy (ARPES) [478], are commonly employed to
investigate quantities like the structure factor or the spectral function [479,480]. A typical
setup involves preparing the system in thermal equilibrium at an inverse temperature
� under a Hamiltonian Ĥ , then applying a time-dependent perturbationV̂ (t). Within
the framework of linear response theory, the measured signal is often expressed as a
frequency-dependent correlation function,

CAB (! ) =
Z 1

�1

dt
2�

ei!t Tr
h
�̂ (� )eit Ĥ Âe� it Ĥ B̂

i
; (2.14)

whereÂ and B̂ are appropriate operators, such as dipole moment components in optical
experiments or density operators at di�erent sites for neutron scattering. Notably, in
the linear response regime, the perturbation̂V(t) does not explicitly enterCAB (! ); it is
determined entirely from the eigenpairs of̂H or its time-evolution operator e� it Ĥ .

Beyond spectral characterizations, non-equilibrium real-time dynamics has emerged
as an area of active investigation, both for its experimental accessibility and its funda-
mental connection between quantum mechanics and statistical physics. Advances in
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ultrafast probes, including free-electron lasers [481,482] and pulsed laser systems, have
enabled pump�probe spectroscopy [483,484] and similar techniques to resolve quantum
processes on femtosecond timescales. These experiments motivate theoretical calculations
of time-dependent expectation values of the form

B(t) = Tr
h
�̂ (� )Û(t; 0)yB̂ Û(t; 0)

i
;

whereÛ(t; 0) evolves the state underĤ + V̂ (t). RepresentingÛ(t; 0) as a time-ordered
exponential along the Keldysh contour leads to

B(t) =
1X

n;m =0

i n� m
Z t

0
drn : : : dr1

Z t

0
dsm : : : ds1

� Tr
h
X̂ (rn : : : r1)y B̂ X̂ (sm : : : s1)

i
;

(2.15)

with r1 < � � � < r n and s1 < � � � < s m , and

X̂ (sm : : : s1) = Û0(t; sm ) V̂ (sm ) Û0(sm ; sm� 1) : : :

: : : Û0(s2; s1) V̂ (s1) Û0(s1; 0);
(2.16)

whereÛ0(t; t 0) = e� i (t � t0)Ĥ .

Both frequency-domain correlation functions and real-time non-equilibrium quan-
tities are of high physical relevance, but they are computationally demanding in the
classical setting due to the need for explicit time evolution (or, equivalently, access to
excited states). These challenges make them strong candidates for fault-tolerant quantum
computation, which can implement time evolution operators with polynomial overhead
and systematically controllable approximations.

While excited-state/real-time response is not a central deliverable here, the
correlation-function and short-time evolution formalism informs our Krylov/sampling
discussion (Chapter 4).

2.5.5 Applications of electronic structure

Vibrational structure calculations

Accurately predicting molecular vibrational spectra is computationally demanding
on classical hardware. While obtaining reliable electronic structure information is founda-
tional in quantum chemistry and materials design, many practical and scienti�c objectives
require going further to build kinetic models grounded in a detailed vibrational description.
From such descriptions, one can extract thermodynamic quantities relevant to, e.g., atmo-
spheric chemistry, catalysis, and combustion modeling. Although small-molecule electronic
structures are often tractable with classical methods, high-�delity vibrational calculations
that go beyond the harmonic approximation become challenging even for modest systems.
The di�culty arises from anharmonicity and mode�mode coupling among bosonic degrees
of freedom, which can be captured by a quartic force��eld Hamiltonian [485]:

Hanharm =
1
2

MX

i =1

! i

�
q2

i + p2
i

�
+

X

f ijk g

hijk qi qj qk

+
X

f ijkl g

hijkl qi qj qkql + � � � ;
(2.17)
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where the �rst term is the harmonic approximation and the remaining terms encode
anharmonic corrections via force constantsh.

Quantum algorithms for vibrational structure remain comparatively underexplored
[321, 368, 486]. Both near-term and fault-tolerant approaches have been proposed, but
making them practical requires reductions in qubit counts and circuit depths, along
with problem-speci�c optimizations. Resource studies suggest that achieving quantum
advantage for vibrational problems may require fewer total resources than for electronic
structure [486,487]. One reason is that the vibrational qubit Hamiltonian tends to produce
more localized Pauli operators, which can lower simulation cost; moreover, more Pauli
strings can sometimes be executed in parallel within a single Trotter step than in analogous
electronic mappings.

Two complementary strategies can enhance vibrational predictions. The �rst uses
quantum computers to improve the accuracy of the electronic potential energy surface
(PES), which is especially e�ective for relatively rigid molecules whose vibrational spectra
are otherwise well-captured by classical methods. The second targets the vibrational
problem itself on a quantum device, assuming an already accurate PES (this is particularly
important for �oppy molecules and for strong anharmonic e�ects). A pertinent industrially
motivated example is polyyne molecules, which feature alternating C�C single and triple
bonds, high structural symmetry, and numerous IR/Raman-silent modes. Reliable charac-
terization of their low-frequency vibrations is key to understanding reactivity in processes
such as �oating catalytic CVD for carbon nanotube growth; recent work provides concrete
quantum resource estimates for polyynes [486].

A recent demonstration of the �rst strategy�hybrid quantum�classical enhance-
ment of vibrational simulations�computes a LiH PES on quantum hardware, then �ts
analytic forms and classically computes vibrational levels to obtain thermodynamic proper-
ties [488]. While successful for the small test system, scaling to more vibrational degrees of
freedom will require innovations to avoid combinatorial sampling of molecular distortions.

A classic multiscale setting that couples electronic, vibrational, and transport
phenomena is photosynthesis. Light harvesting converts photons into stored chemical
energy via absorption and subsequent exciton generation, transport, transduction, and
dissipation, with photochemical yields reported up to� 85% in some subsystems [489].
Recent studies suggest alternate dissipative pathways that mitigate photodamage [490].
Multiscale modeling integrates simpli�ed vibrational descriptions with exciton-transfer
dynamics and reactive quantum chemistry [491]. In photosystem II, for instance, the
key chemistry involves using an excited electron to drive water oxidation in a compact
Mn/Ca/O active-site cluster; despite decades of study, essential mechanistic details remain
unsettled [492].

Photosynthetic complexes are well-modeled as open quantum systems interacting
with structured vibrational environments. Classical simulations of such dynamics often
scale exponentially with system size and environmental complexity, restricting numerically
exact treatments to small systems (fewer than� 20 sites) and simpli�ed baths. Figure 7
summarizes the practical limits reached with hierarchical equations of motion on contem-
porary supercomputing resources [3]. Proposals to overcome these barriers on quantum
hardware range from gate-based and hybrid schemes to analog simulators (see, e.g., [493]).
Given current device limitations (e.g., circuit depth), near-term progress will likely hinge
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Figure 7 � Estimated classically tractable sizes for Frenkel exciton Hamilto-
nians using hierarchical equations of motion on 64 AMD Opteron
cores with 250 GB RAM. Three photosynthetic complexes are indicated:
Fenna�Matthews�Olson (Green Sulfur Bacteria), Light Harvesting I/II (Purple
Bacteria), and Photosystem II (higher plants). Adapted from [3].Reproduced
from Y. Aleexev, et al., [1] (DOI) © 2024 Elsevier. Used with permission.

on hybrid algorithms and aggressive resource-optimization techniques.

Vibrational algorithms are not executed in this work; we include them to scope
potential near-term advantage and to mirror the resource-comparison logic used for
electronic structure in Chapters 5 and 6. Sampling based algorithms for vibrational
structure problems is an active area of research with near term impact potential.

Coarse-grained simulations

Translating advanced materials from concept to market typically spans 10�20
years [494]. Much of this cost and delay stems from iterative experimental work�ows:
preparing high-quality samples, handling hazardous or expensive precursors, and perform-
ing extensive characterization only to �nd many candidates fall short of speci�cations.
Virtual exploration can compress this cycle by shifting experiments from broad exploration
to targeted con�rmation.

A common computational discovery work�ow proceeds in two stages: (i) generate
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or identify candidates (often via machine learning), and (ii) �lter them by predicting target
properties. Two demand signals recur: (a) discovery of materials that are simultaneously
light and strong; and (b) durability in the presence of defects (e.g., cracks, corrosion).

For (a), stability screening tests whether a predicted phase is robust to small
pressure/temperature changes or phase separation. Standard tools include DFT-based
nudged elastic band calculations to estimate reaction barriers and phonon-spectrum
analyses to diagnose dynamical stability; see, e.g., the state-of-the-art battery of tests
in [495].

For (b), defect modeling spans length scales from atomistic crack tips and cor-
rosion pits to macroscopic failure. Embedding methods are central: a high-accuracy
treatment is applied in a strategically chosen active region and consistently matched to a
coarser description outside. The �delity and cost depend on how the active space and its
coupling to the environment are de�ned. If the active space is treated with many-body
wavefunction methods, consistently coupling to �nite-temperature, coarse-grained phonon
descriptions can be nontrivial. Alternatively, if the active space captures preciseT= 0
atomic con�gurations, one can �ramp up� thermal vibrations to interface with continuum
or mesoscale models. When defects span multiple scales, a recursive, multiscale embedding
hierarchy can be employed, matching solutions at successive scales.

First-principles molecular dynamics (with DFT forces) is used both to validate
multiscale matching and to study mechanisms directly, e.g., rapid crack propagation
across scales, or slower wear/corrosion processes where deeper atomistic modeling is
feasible (often again using quantum embedding and, where needed, high-level correlated
solvers for the active regions). Other slow, macroscopic phenomena such as creep (time-
dependent deformation under load) are typically modeled with di�erential equations;
quantum algorithms for linear systems o�er potential acceleration when linearized forms
arise. Bulk elastic properties (Young's modulus, Poisson's ratio) can also be computed
via continuum models governed by di�erential/integral equations, with lattice models
providing microscopic inputs in driven/dissipative settings.

An example use case: quantum metamaterials

The preceding use cases highlight how quantum and classical computation inter-
leave across the materials pipeline. In line with our criteria, successful targets (i) address
real applications, (ii) challenge classical methods, (iii) contain subproblems amenable to
quantum speedups, and (iv) naturally integrate HPC with quantum resources. Practically,
discovery programs evolve from (1) phenomenological modeling to build intuition, to
(2) predictive screening, and �nally to (3) direct optimization against target properties.
Metamaterials provide a timely case study.

Metamaterials are engineered composites with subwavelength structure that enable
phenomena such as negative refractive index and spectrally selective re�ection [496� 499].
These capabilities can enhance thermophotovoltaics and HVAC e�ciency, among other
applications. Performance depends sensitively not only on constituent materials but also
on geometry, yielding high-dimensional, nonconvex design spaces that defy brute-force or
trial-and-error search.

Two core questions arise: (i) how to systematically discover high-performing de-
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Figure 8 � Schematic of a planar multilayer transparent radiative-cooling metamaterial
design that admits a binary encoding of layer choices (adapted from [4]).Repro-
duced from Y. Aleexev, et al., [1] (DOI)© 2024 Elsevier. Used with permission.

signs near the global optimum, and (ii) how to handle complex, mixed discrete�continuous
parameterizations. An e�ective strategy couples active learning with machine learning,
quantum optimization, and HPC. Because many metamaterial layouts admit discrete
encodings (Fig. 8), the search maps naturally to combinatorial optimization. Quantum
algorithms can target such objectives by formulating a Hamiltonian whose ground state
encodes the optimal design [500]. Factorization machines, a supervised ML model, com-
pactly capture interactions among design variables and yield bias, linear, and quadratic
terms that directly parameterize the Hamiltonian [501, 502]. Iterating between model
training and quantum optimization guides sampling toward promising regions of the space.

Current quantum devices are qubit-limited, so large-scale numerical evaluations
still rely on parallel classical simulation; integrating HPC for forward solves with quantum
subroutines for discrete optimization is therefore natural. To address continuous parameters,
recent quantum�classical schemes optimize hybrid discrete�continuous spaces directly [503],
broadening applicability to realistic metamaterial design tasks.

2.6 Outlook

Looking ahead, the near� and mid-term path to practical quantum impact in mate-
rials science is not a single breakthrough algorithm but the maturation of quantum-centric
supercomputing: tightly orchestrated quantum/classical work�ows in which HPC performs
the heavy lifting before, during, and after focused quantum subroutines. Concretely, this
means (i) selecting problems that are classically hard in an appropriate limit, (ii) mapping
them to quantum algorithms that are executable on the relevant era of hardware (noisy
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or fault-tolerant), and (iii) ensuring the problems matter scienti�cally or industrially [1].
These principles guide the use cases throughout this chapter and anchor the strategy of
the thesis.

On the algorithmic side, the �eld will likely run a two-track playbook. For
fault-tolerant systems, optimal block-encoding and signal-processing techniques (e.g.,
qubitization) set the asymptotic standard for dynamics and eigenproblems; for pre-FT
hardware, structure-exploiting Trotterization and short-time evolution methods (e.g.,
Krylov builds) remain compelling because they trade depth for accuracy in controllable
ways. This thesis aligns with the pre-FT track by advancing sample-based approaches
that replace fragile variational training with statistically robust subspace construction,
and by pairing these with classical diagonalization and embedding.

Another pillar is classical simulation of quantum circuits, which serves dual
roles: approximate veri�cation of quantum results and, crucially, mapping the frontier
of classical hardness so that we target genuine quantum advantage regions rather than
easy benchmarks. The thesis leverages this by benchmarking sample-based pipelines on
classically simulable systems �rst, then escalating to embedded and periodic models that
match or exceed reliable classical baselines.

Putting these strands together, the near-term opportunity space clusters around
(a) embedded electronic-structure fragments where quantum resources focus on strongly
correlated subspaces; (b) excited-state and �nite-temperature response that bene�ts
from short-time evolution and sampling; and (c) work�ow acceleration via quantum
optimization for discrete design steps. Longer-term, as error correction becomes practical,
the same problem classes migrate to deeper time-evolution and phase-estimation primitives,
tightening accuracy guarantees without abandoning the quantum-centric work�ow stance.

We operationalize the above outlook by (1) replacing fragile variational loops
with sample-based diagonalization; (2) integrating these with classical embedding so that
quantum e�ort is reserved for chemically active, correlated subspaces; and (3) extending
the methodology to periodic Hamiltonians for band-gap estimation. In short, it instantiates
the quantum-centric paradigm advocated by the perspective: algorithmic choices that are
executable now, embedded problem formulations that matter scienti�cally, and HPC-�rst
work�ow design to make the whole pipeline runnable at scale.

Building on this, the next chapter turns from strategy to tools. We begin by revisit-
ing the classical electronic-structure toolbox�Hartree�Fock and Density Functional Theory
as baselines; post-Hartree�Fock methods such as CCSD(T) for single-reference systems; and
multireference and embedding techniques for strongly correlated fragments�emphasizing
where cost, accuracy, and systematic improvability collide in realistic materials settings. We
then introduce VQE methods and some variants (e.g., ADAPT-VQE and qubit-ADAPT-
VQE), outlining measurement overheads, optimizer pathologies, and noise sensitivity that
shape practical performance on today's devices. The chapter culminates with a focused
case study from our recent work on direct air capture materials, where qubit-ADAPT-VQE
is applied to simpli�ed MOF-inspired models to generate potential energy pro�les and
compare against classical references. The lessons from these experiments, both successes
and limitations, motivate the pivot to sampling-based approaches that we discuss in
subsequent chapters.
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3 Methods for Quantum Simulation of

Fermionic Systems

This chapter focuses on providing the theoretical background necessary to un-
derstand the context of the project. It goes over Classical methods for computational
chemistry, Quantum computational chemistry methods, and a published application of
common variational methods in a simpli�ed materials science problem for carbon capture
authored by the candidate.

3.1 Classical Computational Chemistry Methods

Classical computational chemistry began with the self-consistent �eld method
introduced by Douglas R. Hartree in the late 1920s to approximate the wave functions
and energies of many-body quantum systems, addressing the inability to analytically solve
the Schrödinger equation for multi-electron systems [504].

This method evolved into the Hartree-Fock method after corrections by John
Clarke Slater and Vladimir Aleksandrovich Fock, incorporating the Pauli Exclusion
Principle with the introduction of the Slater determinant [505] [506] [507]. These methods
operate within the Born-Oppenheimer approximation, established by Max Born and Julius
Robert Oppenheimer, which simpli�es quantum chemistry calculations by separating
nuclear and electronic wave functions [508].

The computational process relies on the variational principle to minimize energy
through iterative calculations [509]. It uses Mean Field Theory, which simpli�es many-
body problems into a one-body problem by averaging external interactions into a uniform
�eld [510] [511], ignoring electron correlations for tractability.

Increasing problem complexity will lead to the development of post-Hartree-Fock
methods like Con�guration Interaction, Møller�Plesset perturbation theory, and Coupled
Cluster, which consider electron correlations to enhance accuracy [512] [513] [514].

Unlike wave-function methods that vary over many-electron states, alternative
approaches such as DFT are also variational but over the electron density via the Hohen-
berg�Kohn theorems. The unknown is moved into the exchange�correlation functional.
This will be discussed further in another section in this chapter.

3.1.1 Second-quantized electronic Hamiltonian

With �xed nuclear coordinates R , the nonrelativistic electronic Hamiltonian in
an orthonormal spin�orbital basis f � p(x)gK

p=1 is

Ĥ =
X

pq
hpq ay

paq +
1
4

X

pqrs
hpqkrsi ay

pay
qasar + Enuc; (3.1)
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where ay
p and ap create/annihilate an electron in spin�orbital p, and Enuc is the classi-

cal nucleus�nucleus repulsion. Herex � (r ; ! ) denotes the combined spatial and spin
coordinate (with ! 2 f �; � g), and the integration measure is

dx � dr
X

!
:

Using x1 = ( r 1; ! 1) and x2 = ( r 2; ! 2), we de�ne

hpq =
Z

dx � �
p(x) h(1) (x) � q(x); h(1) (x) � � 1

2r 2 �
X

A

ZA

jr � R A j
; (3.2)

(pqjrs) =
ZZ

dx1 dx2 � �
p(x1)� �

q(x2)
1

r12
� r (x1)� s(x2); (3.3)

hpqkrsi � (pqjrs) � (pqjsr); (3.4)

with r12 = jr 1 � r 2j.

We reserve Roman indicesp; q; r; s for spin�orbitals and Greek indices�; �; �; �
for spatial atomic orbitals (AOs). HereK denotes the total number of spin�orbitals in the
one-electron basis; e.g., for an RHF reference built fromK AO spatial functions,K = 2K AO .

In this notation, particle number N̂ =
P

p ay
pap and spin projectionŜz = 1

2

P
p � pay

pap

(with � p = � 1 for �=� ) commute with Ĥ , so the Hilbert space decomposes into(N; Sz)
symmetry sectors. We exploit these symmetries classically (to restrict determinant spaces)
and on qubits (e.g., via tapering).

In practice, one builds one- and two-electron integrals in an AO basisf � � g and
transforms to a molecular orbital (MO) basis viaC:

hMO
pq =

X

��
C �

�p hAO
�� C�q ; (3.5)

hpqkrsi MO =
X

����

C �
�p C �

�q h�� k�� i AO C�r C�s : (3.6)

A naive four-index transformation isO(K 5) and storage of AO electron-repulsion integrals
(ERIs) scales asO(K 4) which makes it impractical to store on current computers' memory.
To alleviate this, we employdensity �tting / resolution-of-the-identity (DF/RI),

(�� j�� ) �
MX

P =1

B P
�� B P

�� ; (3.7)

or Cholesky decompositionof ERIs, which reduce storage toO(K 2M ) and MO transfor-
mation to O(K 3M ) with M �O (K ) auxiliary functions. For larger fragments, integral
factorization (e.g., tensor hypercontraction) further reduces costs and often lowers thel1
norm relevant for LCU and improves sparsity for Trotterization.

We distinguish three common references: RHF/RKS (paired spins, spatial orbitals
doubly occupied), UHF/UKS (spin-polarized, separate�=� orbitals), and ROHF/ROKS
(open-shell with paired core). For RHF, it is convenient to separate spatial-orbital blocks
and build spin-adapted excitations; in UHF, the spin labels remain explicit. These choices
a�ect the block structure of hpq, the presence of near-degeneracies, and the active-space
de�nition downstream.
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Orbital localization (Boys, Pipek�Mezey, Edmiston�Ruedenberg) can make two-
electron tensors and the induced qubit Hamiltonians more sparse and local, which decreases
the number and weight of long Pauli strings after fermion�to�qubit mapping. Locality is
particularly bene�cial for measurement grouping, Trotter error bounds, and circuit layout
on devices with limited connectivity.

The fermionic Hamiltonian in Eq. (3.1) hasO(K 2) one-body andO(K 4) two-body
terms, but only matrix elements consistent with(N; Sz) (and point-group irrep) contribute
in a given sector. In correlated fragments we alsofreeze coreorbitals to reduceK without
sacri�cing chemically relevant correlation. All such reductions also translate directly into
fewer qubits and fewer Pauli terms post-mapping.

Relative to a mean-�eld referencej� 0i , it is often convenient to normal-orderĤ :

Ĥ = Eref +
X

pq
f pq : ay

paq : +
1
2

X

pqrs
hpqkrsi : ay

pay
qasar :; (3.8)

wheref pq is the Fock matrix and : � : denotes normal ordering with respect toj� 0i . Normal
ordering is standard in coupled-cluster theory, helps expose sparsity, and can slightly
reduce the measured operator norm for near-term simulation.

Equation (3.1) is understood at �xed nuclear geometryR ; the one- and two-
electron integrals inherit this R �dependence andEnuc = Enuc(R ). In the next subsection
we brie�y justify this separation by recalling the Born�Oppenheimer approximation and
its connection to potential energy surfaces (PES), then return to solving the electronic
problem at �xed R .

3.1.2 The Born-Oppenheimer Approximation

The basic idea of the approximation is to separate the motion of the nuclei and
the electrons in an atom. We do so by considering that the atomic nucleus has a mass
that is orders of magnitude higher than the mass of an electron. This is what we did in
the previous section by �xing nuclear coordinatesR . On top of that, the nucleus and the
electron share an attractive force due to having opposite charges, which in turn causes the
electrons to be accelerated with much more intensity than the nucleus.

Let's start by looking at the Hamiltonian for a molecular system. Electrons will
be numbered with the indexi , and the nuclei will be numbered with the indexj . The
number of protons in a nucleus will be given byZ j and its mass bymj . The mass of all
the electrons will be given byme. We will also be working in atomic units so that we can
omit the constants.

The complete molecular HamiltonianH will have the format

H = TN + TE + V NE + V EE + V NN (3.9)

whereT represents the kinetic energy andVthe potential energy and theN and E indexes
indicate whether the term is related to the nuclei, the electron, or both. Let's expand on
each term.
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The nuclei's kinetic energy is given by

TN = �
X

j

1
2mj

r 2
j = �

X

j

1
2mj

 
@2

@r2xj
+

@2

@r2yj
+

@2

@r2zj

!

(3.10)

The electrons' kinetic energy is given by

TE = �
X

i

1
2me

r 2
i = �

X

i

1
2me

 
@2

@rxi
2

+
@2

@ryi
2

+
@2

@rzi
2

!

(3.11)

The potential energy due to Coulomb attraction between the nuclei and the
electrons, electron-electron repulsion, and nucleus-nucleus repulsion is

V NE + V EE + V NN = �
X

i

X

j

Z j

r ij
+

1
2

X

i

X

i 6= i

1
r ii

+
1
2

X

j

X

j 6= j

Z j Z j

r jj
(3.12)

The Born-Oppenheimer approximation then proceeds by �rst neglectingTN for
the reason we mentioned before, the mass of the nucleus is orders of magnitude higher
than that of the electrons. We can also think ofV NN as a constant term because the
nuclei do not change positions. This means that the Schrödinger equation will be reduced
to its time-independent electronic form

He(r i ; r j )' e(r i ; r j ) = Ee(r j )' e(r i ; r j ) (3.13)

for He(r i ; r j ) = TE (r i ) + V NE (r i ; r j ) + V EE (r i ). We can see that this equation
will give the energy ground stateEe as a function of the nuclei positionsr j . This allows us
to vary the nuclei's positions and solve the equation repeatedly which in turn will give us a
curve known as the Potential Energy Surface(PES). From that curve, we can calculate the
minimum which in turn will be the actual ground state energy of our molecular system. A
PES for LiH can be seen on �gure 9

Although not the focus of this document, it is relevant to mention one can take
these calculations further to determine the motion of the nuclei. After obtaining the
electronic structure one can solve the equation

h
TN + Ee(r j )

i
' (r j ) = E' (r j ); (3.14)

whereE will now be the total energy of the molecule including electronic energy as well
as contributions from nuclear vibration, rotation, and translation.

Solving these equations analytically is only possible for the simplest system of the
Hydrogen atom, that's why we need to rely on numerical strategies such as the Hartree-
Fock method to arrive at solutions for more complex systems. But before expanding on it
let's look at some other relevant results.

3.1.3 The variational principle

To solve the Schrödinger equation the Hartree-Fock method relies on the Varia-
tional Principle. It states that given a Hamiltonian H with a discrete eigenvalue spectrum
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Figure 9 � Potential Energy Surface for LiH calculated by VQE UCCSD (blue),
ADAPT-VQE UCCSD (green). The result of the direct diagonalization
of the fermionic Hamiltonian using NumPy (red) is shown as a target. The
minimum energy point should tell us the equilibrium distance for the Li-H
bond. We'll give an explanation of the methods used to calculate later on.

and lowest eigenvaluee0 we have that

h� jH j� i � e0 (3.15)

for any normalized statej� i . This is easily proven, assume i are eigenvectors ofH and
j� i =

P
i ci  i , then

h� jH j� i =
X

i;j

ci c�
j h j jH j i i

=
X

i

ei ci c�
i � e0:

(3.16)

This means that in order to use the variational method to calculate the ground
state we would need to �nd the state� that minimizes h� jH j� i . To do this we parametrize
j� (�! � )i according to a parameter vector�! � = ( � 1; � 2; :::; � n) and minimize the function
� (�! � ) = h� (�! � )jH j� (�! � )i .

j� (�! � )i is called a trial wave function or ansatz. Usually, we want an ansatz
that only covers a small subset of the Hilbert space that includes the solution for our
minimization problem. Having an ansatz that is too general would increase the search
space unnecessarily and choosing a subspace that doesn't cover the solution wouldn't allow
us to �nd it. Choosing a proper ansatz is one of the most crucial elements.

The Hartree-Fock method will provide us with a way to minimize the function
� (�! � ), but before doing so in the next section we will understand how to represent the
quantum state of our molecular system and build the function that we want to minimize.
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3.1.4 Slater Determinants and the Fock operator

In order to approximate the total wavefunction � of a multi-electron atom or
molecular system Douglas Hartree would �rst calculate the solution of Schrödinger's
equation for each electron separately and assume that the product of these solutions would
at least approximate the total solution for the complete system. Each of these one-electron
wavefunctions is known as a spin-orbital, which we have been labeling with Roman indices
p; q; r; s and counting with K .

This translates to solving the equation for Hamiltonians of the type

ĥ(i ) = �
1
2

r 2
i �

X

j

Z j

r ij
; (3.17)

which would yield i solutions of the type� i (r i ) that would then form the complete solution
�( �! r ) =

Q
i � i (r i ) in what is known as the Hartree product.

As was mentioned before, Hartree failed to realize that the wave-function would
have to be anti-symmetric as it's being used to describe fermions [509]. James Slater
would then provide a correction in which he would rede�ne the wave function to adhere to
the Pauli exclusion principle.

The new wave-function would take the form of the determinant of a matrix in
which every element represents the state� k of the electron in positionr i . This can be
written as

� ( r 1; r 2; : : : ; r N ) =
1

p
N !

�
�
�
�
�
�
�
�
�
�

� 1 (r 1) � 2 (r 1) � � � � N (r 1)
� 1 (r 2) � 2 (r 2) � � � � N (r 2)

...
...

. . .
...

� 1 (r N ) � 2 (r N ) � � � � N (r N )

�
�
�
�
�
�
�
�
�
�

� j � 1; � 2; � � � ; � N i

� j 1; 2; : : : ; N i ;

(3.18)

whereN is the total number of electrons and 1p
N !

is a normalizing factor and the last two
lines are shorthands that we are going to use to refer to Slater determinants.

The calculations that follow are taken from reference [68] and any omissions can
be �lled in from there. With that in mind, we can write the energy expectation value
using equations 3.11 and 3.12.

EE = h� 1; � 2; � � � ; � N j HE j� 1; � 2; � � � ; � N i =

EE =

*

� 1; � 2; � � � ; � N

�
�
�
�
�
�
�

X

i

1
2

r 2
i �

X

i

X

j

Z j

r ij
+

X

i

X

i 6= i

1
r ii

�
�
�
�
�
�
� 1; � 2; � � � ; � N

+

;
(3.19)

we then group the one-electron terms intoh(i )

EE =

*

� 1; � 2; � � � ; � N

�
�
�
�
�
�

NX

i =1

h(i ) +
X

i

X

i 6= i

1
r ii

�
�
�
�
�
�
� 1; � 2; � � � ; � N

+

; (3.20)
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and this equation can also be written as

EE =
X

k

Z
dr1� �

k (r1) h(1) (r1) � k (r1)

+
1
2

X

k

NX

b=1

� Z
dr1dr2� �

k (r1) � k (r1) r � 1
12 � �

b (r2) � b (r2) �
Z

dr1dr2� �
k (r1) � b (r1) r � 1

12 � �
b (r2) � k (r2)

�

:

(3.21)

Now we should apply the variational method to minimize equation 3.21. Unfortu-
nately, this isn't straightforward as we are dealing with a constrained function. In fact,
this function is constrained by the Slater determinants which have to be orthonormal.
This means that we have to rely on Lagrange's method of undetermined multipliers to
minimize it [68].

For brevity, we will omit the complete calculation here, but after taking into
consideration the constraints the function we need to minimize is

�E [� �
k (r i )] = � h� 1; � 2; � � � ; � N jHE j � 1; � 2; � � � ; � N i � �

2

4
X

k

X

k

� kk

�D
� k  k

E
� � kk

�
3

5 = 0;

(3.22)
which will take us to

h(1) (r1) � k (r1) +

+
X

k

� Z
dr2� k (r1) r � 1

12 � �
k (r2) � k (r2) �

Z
dr2� k (r1) r � 1

12 � �
k (r2) � k (r2)

�

�
X

k

" kk � k (r1) = 0 ;

(3.23)
from which we de�ne

Jk (r1) � k (r1) =
� Z

dr2� �
k (r2) r � 1

12 � k (r2)
�

� k (r1) =
� Z

dr2

�
�
�� k (r2)

�
�
�
2

r � 1
12

�

� k (r1) (3.24)

and
K k (r1) � k (r1) =

� Z
dr2� �

k (r2) r � 1
12 � k (r2)

�

� k (r1) : (3.25)

This allows us to rewrite equation 3.23 as

F (r1)� k (r1) =
X

k

" kk � k (r1) ; k = 1; 2; : : : ; N; (3.26)

or, considering" is hermitian we can write it on a basis in which it is also diagonal

F (r i ) � (r i ) = � i � (r i ) = h(1) (r i ) + J (r i ) � K (r i ) : (3.27)

F (r i ) is known as the Fock operator, it contains three terms. Theh(1) (r i ) stands
for the one-electron Hamiltonian for electroni . The J (r i ) is the Coulomb operator that
de�nes the electron-electron repulsion term. TheK (r i ) is the exchange operator that
comes from the anti-symmetric property of the Slater determinant.

Equations 3.26 and 3.27 are known as the Hartree-Fock equation, It might not
be immediately obvious but it approximates the many body problem we previously had
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into N one-body problems. This is equivalent to applying Mean-�eld Theory [510] to the
original problem by replacing all electron-electron interactions with an e�ective interaction.

This omission is primarily due to the method's reliance on a single Slater determi-
nant to approximate the wavefunction of a multi-electron system. Electron correlation
plays a crucial role in accurately describing the behavior of electrons in molecules, a�ecting
properties such as bond strength, ionization energies, and electron a�nity.

The Hartree-Fock method, however, includes the concept of exchange energy,
which stems from the exchange operatorK (r i ) or in other words, from the antisymmetry
requirement of the Slater determinant. Exchange energy accounts for the Pauli exclusion
principle, ensuring that electrons with the same spin do not occupy the same quantum
state. This introduces a level of electron-electron repulsion indirectly but does not capture
the dynamic correlation resulting from their interaction.

To illustrate the signi�cance of electron correlation and exchange energy, consider
the dissociation of a Hydrogen molecule. The Hartree-Fock method can predict the energy
and molecular orbitals accurately at equilibrium bond lengths. However, as the bond
is stretched and the molecule dissociates into two hydrogen atoms, the lack of dynamic
electron correlation leads to an overestimation of the bond strength which could give an
incorrect prediction of the dissociation energy.

The reader should also realize that the Hartree-Fock method will start by com-
puting the spin-orbitals, the one-electron wave functions that construct the Fock Operator
and the Slater determinant. For atomic systems these take the shape of a hydrogen-like
atom, an atom with one orbiting electron. For molecular systems, the one-electron wave
function will look like linear combinations of atomic orbitals where the basis functions are
single-electron wavefunctions for each of the component atoms of the molecule [68].

3.1.5 The Hartree-Fock Method and the Self-Consistent Field Algorithm

We can now see �ve simpli�cations that are crucial to the Hartree-Fock method:

1. The Born-Oppenheimer approximation must be used.

2. The variational solution, the wave-function, will be assumed to be a linear combina-
tion of orthogonal basis functions.

3. All eigenstates are functions assumed to be described by a single Slater determinant.

4. Mean Field Theory must be used and electron correlations must not be considered.

5. All relativistic e�ects are neglected. This is the �rst time we are mentioning
relativistic e�ects, but it should be evident that we do not consider them as we are
working on the Schrödinger equation and not the Dirac Equation.

With these in mind, after de�ning the Fock operator in equation 3.27, we proceed
to expand the molecular orbitals in terms of a set of basis functions. This expansion
necessitates the introduction of the overlap matrixS, which ensures that the basis functions
remain orthonormal.
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As mentioned previously, in the framework of the Hartree-Fock method, molecular
orbitals are expressed as linear combinations of a �nite set of basis functionsf  i (r i )g. This
approach transforms the continuous problem into a discrete one, solvable by numerical
methods. To maintain the orthonormality of these basis functions, we introduce the
overlap matrix S, de�ned by its elements:

Sij =
Z

 i (r )�  j (r ) dr ; (3.28)

whereSij is the overlap integral between basis functionsi and j , and � denotes
complex conjugation. The diagonal elements ofS (Sii ) are always equal to 1 for normalized
basis functions, indicating perfect self-overlap. In contrast, the o�-diagonal elements (Sij ,
i 6= j ) measure the extent of overlap between di�erent basis functions, varying from 0 (no
overlap) to 1 (complete overlap).

Another relevant matrix is the F matrix, which is just a matrix representation of
the Fock operator in equation 3.27

Fij =
Z

 i (r 1)� F (r 1) j (r ) dr ; (3.29)

The presence of the overlap matrixS and the Fock matrix F will be crucial to
solve the Schrödinger equation. First, we rewrite the spatial function� i in the  i basis,

� i =
KX

� =1

C�i  � ; i = 1; 2; : : : ; K (3.30)

and substitute back in equation 3.13,

F (r1)
X

�
C�i  � (r1) = " i

X

�
C�i  � (r1) (3.31)

and integrate while multiplying by  � , resulting in

X

�
C�i

Z
dr1 �

� (r1) f (r1)  � (r1) = " i

X

�
C�i

Z
dr1 �

� (r1)  � (r1) (3.32)

which we can rewrite as
X

�
F�� C�i = " i

X

�
S�� C�i ; i = 1; 2; : : : ; K (3.33)

or, in the more usual form,
FC = SC�; (3.34)

whereC is the matrix of coe�cients that represent the expansion of molecular
orbitals in terms of the basis set, and� is a diagonal matrix containing the orbital energies.

These are known as the Roothan-Hall equations and are a direct consequence of
applying the variational principle to the Hartree-Fock approximation of the Schrödinger
equation, under the constraints imposed by a chosen basis set. They enable the determi-
nation of the best possible set of molecular orbitals (within the limits of the Hartree-Fock
approximation and the chosen basis set) that minimize the energy of the system. The
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Fock matrix F incorporates the kinetic energy of the electrons, their potential energy
due to interactions with the nuclei, and the mean-�eld representation of electron-electron
repulsions, including exchange interactions.

Let's also de�ne the density matrix as well to see how it can be written in terms
of C, we begin by writing the electronic density of the system

� (r ) = 2
N=2X

a
� �

a(r )� a(r )

� (r ) = 2
N=2X

a

X

�
C �

�a  �
� (r )

X

�
C�a  � (r )

� (r ) =
X

��

2
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5  � (r ) �
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(3.35)

where

D �� = 2
N=2X

a
C�a C �

�a (3.36)

is called the Density Matrix. The density matrix o�ers a concise way to represent the
electron density distribution across a molecular system. This expression simpli�es the
calculation of various properties, including the total electronic energy, electron density,
and other observables, by reducing them to integrals over the density matrix.

Let's now describe a practical implementation of the Hartree-Fock Method.

The Self-Consistent Field (SCF) algorithm is used to �nd an approximate solu-
tion to the electronic Schrödinger equation for multi-electron systems. The goal of the
SCF process is to solve the Fock matrix equations iteratively to �nd a set of molecular
orbitals that minimize the system's energy, under the constraint that the orbitals remain
orthonormal. The key idea is that the Fock operator, which describes the e�ective �eld
felt by an electron, depends on the very orbitals that are used to calculate.

Initially, a guess for the molecular orbitals is needed. These can be obtained
by using atomic orbitals. The algorithm then proceeds in a loop, with each iteration
consisting of the following steps:

1. Build the Fock matrix based on the current guess of the orbitals. This involves
calculating the contributions from the kinetic energy of the electrons, the nuclear
attraction, and the electron-electron repulsion, including exchange terms.

2. Solve the Roothan-Hall equations, to obtain updated molecular orbitals. This step
involves diagonalizing the Fock matrix to obtain its eigenvalues and eigenvectors.
The eigenvectors represent the new orbitals, while the eigenvalues are associated
with their energies.

3. Check for convergence by comparing the energy of the current iteration with that of
the previous iteration. If the di�erence is within a pre-de�ned threshold, and the
di�erence in the density matrix between iterations is also within a certain tolerance,
the algorithm has converged, and the current set of orbitals represents the solution.
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4. If the algorithm has not converged, form a new guess for the orbitals and repeat the
process. This can involve simply taking the orbitals obtained from diagonalizing the
Fock matrix, or it might include a mix of these orbitals with those from previous
iterations to improve convergence.

5. Update the total energy of the system, including contributions from electron-electron
repulsion, and return to step 1 if necessary.

Algorithm 1 Self-Consistent Field (SCF) Algorithm

Initialize:
- Guess initial molecular orbitals, initial

- Set convergence criteria"energy and "density

- Set maximum number of iterations, max_iter

repeat
1. Build the Fock matrix, F , based on current orbitals
2. Solve the Roothan-Hall equations:FC = SC�

whereC is the matrix of coe�cients (orbitals),
S is the overlap matrix, and � are the orbital energies

3. Form the new density matrix,Dnew, from C
4. Calculate total energy,E total , and check for convergence:

if jE total � Eprevious j < " energy and jDnew � Dprevious j < " density :
Convergence achieved, exit loop

5. Update Dprevious to Dnew and Eprevious to E total

6. Optionally, mix Dnew with Dprevious to improve convergence
until Convergence or max_iter reached

Output:
- Converged molecular orbitals
- Total energy of the system

The SCF algorithm iteratively solves the Fock matrix equations to converge on a
stable set of molecular orbitals that minimize the system's energy. However, this iterative
process poses several computational challenges, including convergence issues. For instance,
the choice of initial guess for the molecular orbitals can signi�cantly a�ect the convergence
rate and even the possibility of reaching the true ground state energy within a reasonable
number of iterations. The procedure is described in pseudo-code in Algorithm 1.

In practice, the SCF loop is a �xed-point iteration on the density,Dk ! F [Dk ] !
Ck ! Dk+1 . A common strategy to accelerate convergence, is to apply Pulay's DIIS (direct
inversion in the iterative subspace) between buildingF (Step 1) and solving the generalized
eigenproblem (Step 2): we form the commutator-like errorek = FkDkS � SDkFk , keep a
short history of (Fi ; ei ), and solve a small least-squares problem to construct an extrapolated
Fock ~Fk =

P
i bi Fi that minimizes the residual. Step 2 then uses~Fk in place ofFk . We

optionally stabilize the update with density dampingDk+1  (1 � � )Dk + �D k+1 (Step
6) and a temporary virtual-orbital level shift applied to Fk before Step 2 to prevent
oscillations near degeneracies. Convergence is declared only when both the energy change
and a density (or DIIS-error) norm fall below tight thresholds.
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Furthermore, the Hartree-Fock method's limitations become evident when dealing
with systems where electron correlation is essential for accurate predictions. While HF
provides a good approximation for many properties of atoms and molecules, its neglect of
correlation energy can lead to substantial errors in predicting reaction energies, excited
states, and properties of ionic systems.

3.1.6 Density Functional Theory

In contrast to the explicit wavefunction-based strategy of HF, Density Functional
Theory (DFT) introduces a paradigm shift by focusing on the electron density� (r ) as
the fundamental quantity from which all ground-state properties of the system can be
derived. Rooted in the Hohenberg-Kohn theorems [22], DFT asserts that the electron
density alone su�ces to determine the system's total energy, bypassing the need for the
many-electron wavefunction. This shift not only simpli�es the computational complexity
but also introduces a new way of thinking about electronic interactions, especially through
what became known as the exchange-correlation functional,Exc[� ].

The Hohenberg-Kohn theorems are as follows:

1. The First Hohenberg-Kohn Theorem establishes the variational principle for the
electron density, asserting that the ground state energy of a many-electron system is
a unique functional of the electron density:

E[� ] = T[� ] + Vext [� ] + J [� ] + Exc[� ]; (3.37)

whereE[� ] is the total energy,T[� ] is the kinetic energy functional,Vext [� ] is the
external potential energy (usually due to nuclei),J [� ] represents the classical Coulomb
(Hartree) interaction, and Exc[� ] is the exchange-correlation energy functional.

2. The Second Hohenberg-Kohn Theorem provides the basis for a variational approach,
stating that the ground state energy of the system can be obtained by minimizing
the energy functionalE[� ] with respect to the electron density, leading to the exact
ground state density and energy under the given external potential.

We won't go over the proof of these theorems, but let's at least de�ne these
functionals. We begin by writing the electronic density again,

� (r ) = N
Z

d3r 2 � � �
Z

d3r N  � (r ; r 2; : : : ; r N )  (r ; r 2; : : : ; r N ) ; (3.38)

whereN is the number of occupied orbitals and is the normalized wavefunction. As
stated by Hohenberg-John [22] this relation is reversible, meaning, for a given ground
state density � 0(r ) it is possible to calculate the corresponding ground-state wavefunction
 0 =  [� 0(r )]. This way the ground state expectation value of the Hamiltonian would be
given by

E0 = H [n0] =
D
 [� 0] jTN + TE + V NN + V NE + V EE j [� 0]

E
;

= h [� 0] jT + V + J j [� 0]i
(3.39)
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where we've summed the kinetic terms intoT, the Coulomb potential terms into J and
the external potential terms into V.

The external potential functional can be explicitly written, so we write the total
energy functional as a sum of other energy functionals,

H [n] = T[� ] + J [� ] +
Z

V(r )� (r )d3r : (3.40)

This functional when minimized will give the ground state density� 0.

In order to solve this Walter Kohn and Lu Jeu Sham proposed solving the
Schrödinger-like equations for the non-interacting electron system [23]:

�

�
1
2

r 2 + Ve� (r )
�

 i (r ) = � i  i (r ); (3.41)

where the e�ective potential Ve� (r ) is de�ned as:

Ve� (r ) = Vext (r ) + VH(r ) + Vxc(r ): (3.42)

Here, Vext (r ) represents the external potential (usually from the nuclei),VH(r )
is the Hartree potential accounting for classical electron-electron repulsion, andVxc(r )
is the exchange-correlation potential, which is the derivative of the exchange-correlation
energy functionalExc[� ] with respect to � (r ). The ground-state electron density� (r ) can
be reconstructed from the Kohn-Sham orbitals i as follows:

� (r ) =
NX

i =1

j i (r )j2; (3.43)

where the sum runs over all occupied orbitals.

Up until this point, we've been purposefully avoiding extensive explanations of the
exchange-correlation potential and functional but they are the key to the simpli�ed DFT
calculations. The hardest part of simulating many-body electronic systems is given by
the exchange interactions and the correlation e�ects between electrons. The HF methods
deal with these by having the anti-symmetry operatorK we discussed in the previous
sections and by considering only the average �eld e�ects. DFT simpli�es this challenge
by introducing the exchange-correlation energy functional, which depends only on the
electron density, a much more tractable quantity than the wavefunction.

A major problem with this method though is that exact exchange-correlation func-
tionals represent the primary unknown in DFT calculations. Various approximations have
been developed to estimate them though, starting from the Local Density Approximation
(LDA) and advancing to more sophisticated formulations like the Generalized Gradient
Approximation (GGA) and beyond [515] [516]. A pseudocode approach based on the
previous Self Consistent Field Algorithm but now using DFT is described in Algorithm 2

3.1.7 Basis sets, frozen cores, and e�ective core potentials

All electronic-structure calculations in this thesis employ contracted Gaussian-type
orbitals (GTOs) basis sets, in which each molecular (or atomic) basis function is a �xed
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Algorithm 2 Density Functional Theory (DFT) Algorithm

Initialize:
- Choose an initial guess for the electron density,� initial (r )
- Set convergence criteria"density and "energy

- Set maximum number of iterations,max_iter
repeat

1. Construct the e�ective potential, Ve� (r ), using the current electron density:
Ve� (r ) = Vext (r ) + VHartree [� ](r ) + Vxc[� ](r )
whereVext is the external potential,
VHartree is the Hartree potential,
and Vxc is the exchange-correlation potential.

2. Solve the Kohn-Sham equations for the current e�ective potential:
[� 1

2 � + Ve� (r )] i (r ) = � i  i (r )
3. Update the electron density using the obtained orbitals:

� new(r ) =
P occupied

i =1 j i (r )j2

4. Calculate the total energyE total [� ] for the current density.
5. Check for convergence:

if jE total � Eprevious j < " energy and j� new � � previous j < " density :
Convergence achieved, exit loop.

6. If not converged, update� previous to � new, Eprevious to E total ,
and go back to step 1 with the updated density.

until Convergence ormax_iter reached

Output:
- Converged electron density� (r )
- Total energy of the systemE total

- Kohn-Sham orbitalsf  i g and their energiesf � i g

linear combination of primitive Gaussians. This contraction a�ords large e�ciency gains
while retaining systematic improvability. Historically important families include the Pople
split-valence sets (e.g., 3-21G, 6-31G and polarized variants) designed for general molecular
work [517� 519], the correlation-consistent Dunning setscc-pVXZ(X = D,T,Q,5,. . . ) devised
for controlled convergence of post-HF correlation energies [520], their augmented variants
for di�use states (aug-cc-pVXZ) [521], and core�valence extensions (cc-pCVXZ) that
enable explicit correlation of inner-shell electrons when needed [522]. We also make use of
the Karlsruhe def2 family (e.g., def2-SV(P) , def2-TZVP, def2-QZVPP), which provides
balanced segmented-contraction sets across the periodic table and pairs naturally with
modern auxiliary and e�ective-core-potential options [523].

To reduce the cost of four-center two-electron integrals, we can employdensity �t-
ting/ resolution-of-the-identity (RI) approximations, which replace exact electron-repulsion
integrals by expansions in an auxiliary Gaussian basis [524,525]. This idea was shown to
yield substantial speedups with minimal loss of accuracy in correlated methods such as
MP2 (RI-MP2) [526], and, while MP2 is not used in our work, this has since become stan-
dard in HF/DFT and post-HF work�ows as well; carefully optimized auxiliary sets further
improve stability and accuracy [527]. As a complementary route,Cholesky decomposition
of the integral tensor achieves similar savings by factorizing the Coulomb metric on the
�y [528]. Both strategies also reduce memory footprints and the cost of AO! MO integral



Chapter 3. Methods for Quantum Simulation of Fermionic Systems 58

transformations, which is valuable for large active spaces and embedded fragments.

For many applications, we can invoke thefrozen-coreapproximation: chemically
inert inner-shell orbitals are held doubly occupied and excluded from the excitation
(correlation) space, thereby lowering cost with little impact on valence properties [68].
This is the default in high-accuracy coupled-cluster benchmarks (e.g., CCSD(T)) [529].
When core e�ects are non-negligible (e.g., precise thermochemistry, core-level spectroscopy,
or very light elements), one can correlate them explicitly in conjunction with core�valence
basis sets such ascc-pCVXZ[522].

For heavier elements, it's possible to replace explicit core electrons with e�ective
core potentials (ECPs; pseudopotentials) that fold scalar-relativistic and core�valence
e�ects into an e�ective one-electron operator, reducing the number of explicit electrons and
basis functions. Widely used families include the LANL (Hay�Wadt) ECPs for transition
metals and main-group elements [530, 531] and the Stuttgart/Cologne energy-adjusted
ECPs for second- and third-row transition metals [532]. The Karlsruhedef2 basis sets
are designed to be used together with matching small-core ECPs on heavier atoms [523].

Finally, we can mitigate basis-set incompleteness by increasing the basis car-
dinal number and, where feasible, extrapolating to the complete-basis-set (CBS) limit.
Correlation-consistent sequences permit simple two-point formulas, e.g.,EX � E1 + AX � 3,
for the correlation energy, and analogous forms for the HF component [533,534]. Classic
studies demonstrate that such extrapolations recover most of the remaining basis error at a
fraction of the cost of the next larger basis [533,535]. Di�use augmentation is recommended
for anions, Rydberg states, and weakly bound systems [521].

Choice of basis/ECP directly sets the size and structure of the second-quantized
Hamiltonian (Sec. 3.1.1): fewer, more local orbitals) fewer qubits, sparser Pauli operators
after fermion�to�qubit mapping, and lower measurement as well as Trotter/LCU costs
(via reducedl1 norms and commutation structure). A pragmatic work�ow is: (i) use def2-
TZVP or cc-pVTZ as a balanced default [520,523]; (ii) add �aug�/�+� di�use functions
for anions and weak interactions [521,536]; (iii) freeze chemically inert cores (or employ
small-core ECPs) unless core-level properties are targeted [68]; (iv) apply counterpoise
for noncovalent benchmarks [537]; and (v) where feasible, perform TZ/QZ two-point
CBS extrapolations for post-HF comparisons [533,534]. We adopt these settings in the
coupled-cluster benchmarks in chapters 5 and 6 and in de�ning active spaces for quantum
variational studies.

DFT replaces the many�determinant wavefunction by an interacting density
functional, trading systematic improvability for favorable scaling and broad applicability.
In the next sections we return to wavefunction treatments that recover correlation explicitly
in the determinant space de�ned by the same AO/MO basis and core/ECP choices above.
These choices now also control the dimension of the Hilbert space (number of determinants)
and the sparsity pattern of the Hamiltonian matrix elements, thereby setting both classical
cost and, eventually, the size of mapped qubit Hamiltonians.

To establish a variational baseline and a clear point of comparison for coupled-
cluster theory, we begin with Con�guration Interaction (CI). Full CI (FCI) provides
the exact solution within the chosen basis, while truncated CI (CIS, CID, CISD, . . . )
o�ers controlled but not size-extensive approximations. This contrast will motivate the
exponential ansatz of CCSD and CCSD(T) that follows.
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3.1.8 Full Con�guration Interaction and Truncated CI Methods

In CI theory, the many-electron wavefunction is expanded as a linear combination
of Slater determinants that span theN -electron Hilbert space of a given one-particle basis.
In the limit of FCI, one includes all possible Slater determinants constructed from a chosen
�nite orbital basis. This yields an exact diagonalization of the electronic Hamiltonian in
that �nite space, providing the exact non-relativistic solution (within the basis) via the
variational principle [68]. Mathematically, an FCI wavefunction can be written as:

j	 FCI i ; =;
X

I

cI ; j� I i ; (3.44)

where j� I i is the complete set ofN -electron Slater determinants in the chosen
spin-orbital basis, andcI are linear expansion coe�cients. Eachj� I i is typically a de-
terminant of N spin-orbitals (e.g. Hartree�Fock orbitals) occupied by theN electrons.
The Hartree�Fock determinant is often taken as a referencej� 0i , and �excited� determi-
nants are those obtained by replacing occupied orbitals inj� 0i with virtual (unoccupied)
orbitals. For example, j� a

i i denotes the Slater determinant obtained by exciting one
electron from occupied orbitali into a previously empty orbital a, and j� ab

ij i corresponds
to simultaneously exciting two electrons fromi; j to a; b, etc. In second-quantized notation,
one can writej� a

i i = ay
a; ai ; j� 0i and j� ab

ij i = ay
aay

b; aj ; ai ; j� 0i , whereay
p; aq are creation

and annihilation operators for orbitalsp; q. The FCI expansion (3.44) thus contains the
reference con�guration, all singles, doubles, triples, up toN -tuple excitations. For clarity,
one may express a truncated CI wavefunction with explicit excitation classes:

j	 CI i ; =; c0; j� 0i ; +;
X

a;i

ca
i ; j� a

i i ; +; 1
2!

X

a<b;;i<j

cab
ij ; j� ab

ij i ; +; 1
3!

X

a<b<c;;i<j<k

cabc
ijk ; j� abc

ijk i ; +; � � � ;

(3.45)

wherei; j; k; : : : index occupied orbitals in the reference anda; b; c; : : :index virtual
orbitals. The �rst term is the HF determinant, the second term summation runs over all
singly-excited determinantsj� a

i i , the third term runs over all distinct double excitations
j� ab

ij i , and so on. The factorial denominators account for the indistinguishability of
excitation order (e.g. j� ab

ij i and j� ba
ji i are the same determinant). In an FCI, all excitation

levels up to N -tuple are included; in a truncated CI, the expansion is cut o� at a
certain excitation rank (see below). ThecI coe�cients are determined by solving the
Schrödinger equation projected onto the determinant basis. Substituting expansion (3.44)
into Ĥ j	 i = E; j	 i and projecting onto a determinanth� J j yields the secular equations:

X

I

HJI ; cI = E; cJ ; for each basis determinantJ , (3.46)

whereHJI = h� J jĤ j� I i are the Hamiltonian matrix elements. The Hamiltonian
Ĥ consists of one- and two-electron operators,̂H =

P
p;q hpq; ay

paq + 1
2

P
p;q;r;s gpqrs; ay

pay
qasar

(with hpq one-electron integrals andgpqrs two-electron integrals in the orbital basis).
BecauseĤ is at most two-body,HJI is nonzero only ifj� J i and j� I i di�er by at most two
orbital substitutions. Each nonzero matrix element can be evaluated from the integrals
using Slater�Condon rules [19,68,507,538]. The full CI matrix is extremely large but sparse
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in this determinant basis. Diagonalizing this matrix (e.g. by iterative eigensolvers like
Davidson's [539]) yields the FCI eigenvalues and eigenvectors. The lowest eigenvalue from
FCI is the ground-state energyE0, and the corresponding eigenvector gives the exact (within
the basis) ground-state wavefunction coe�cientscI . Higher eigenvalues/eigenvectors from
the same diagonalization correspond to excited electronic states within that basis.

In practice, FCI is only tractable for very small systems, because the number of
determinants grows combinatorially with system size and basis size. The dimension of
the FCI Hilbert space (ignoring spatial symmetries) is given by the binomial coe�cient
Ndet =

�
M
N

�
for N electrons inM spin-orbitals (or more generally

�
M �
N �

��
M �
N �

�
if �; � spins

are considered separately) [540]. This number explodes rapidly: for example, a modest
system ofN = 10 electrons inM = 28 spin-orbitals (14 spatial orbitals) yields on the
order of

�
28
10

�
� 1:3� 107 determinants. The storage and processing of even tens of millions

of con�gurations is extremely demanding. Indeed, few FCI calculations with chemically
interesting basis sets have been achieved; they are mostly limited to very small molecules
(e.g. FCI for H2O in a double-zeta basis, or for N2 with minimal basis) as benchmark
studies [541]. Because of this steep computational cost, one usually resorts to atruncated
CI approach, wherein only determinants up to a certain excitation level from a reference
are included in the expansion. This de�nes the hierarchy of CI methods:

ˆ CIS: Con�guration Interaction with Singles. Only one-electron excitations (plus the
referencej� 0i ) are included. CIS is primarily used for approximate excited states,
since a single excitation from a closed-shell reference produces one-hole�one-particle
con�gurations that correspond to excited electronic con�gurations. For a closed-shell
HF reference, CIS does not improve the ground-state energy because of Brillouin's
theorem (the HF determinant has no single excitation mixing if orbitals are canonical,
as h� 0jĤ j� a

i i = 0) [68]. Thus, CIS ground-state correlation energy is zero, but CIS
can describe singly-excited states qualitatively.

ˆ CID: Con�guration Interaction with Doubles. Only double excitations (and the
reference) are included. For a closed-shell system, double substitutions are the �rst
that directly reduce the ground-state energy by introducing electron correlation.
CID captures some correlation energy, especially the so-called dynamical correlation,
but neglects any e�ect of single excitations (orbital relaxation) and higher (triple,
quadruple, . . . ) excitations. CID is rarely used alone (because if singles do contribute
or the reference is not optimized, omitting singles is suboptimal), but it is size-
consistent for closed-shell pairs in a limited sense (see below).

ˆ CISD: Con�guration Interaction with Singles and Doubles. This includes all one-
and two-electron excitations on top ofj� 0i . CISD was historically a popular post-
Hartree�Fock method, as it provides a signi�cant improvement over HF by recovering
a large fraction of the correlation energy. For many small molecules at their equilib-
rium geometries, CISD recovers roughly� 90�96% of the total correlation energy in
the given basis. The remaining correlation comes from higher excitations (triples,
etc.). While CISD is a variational improvement over HF, its accuracy deteriorates
for larger systems and in cases of strong correlation.

ˆ CISDT, CISDTQ, . . . : Higher-order CI including triple, quadruple, etc., excitations
in addition to all lower excitations. As one includes more excitation levels, the CI
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expansion systematically approaches the FCI limit. For instance, CISDT (singles,
doubles, triples) can recover around 95�99% of correlation for small molecules, and
CISDTQ (up to quadruples) often yields> 99:5%, nearly exact. However, the
number of triple and quadruple excitations is extremely large (the count grows
combinatorially with excitation rank), so these methods are feasible only for very
small systems (CISDTQ might be attempted for molecules with 2�4 light atoms at
most). In general, including triples and beyond increases the computational cost
dramatically.

Each increase in excitation level improves the variational �exibility of the wave-
function and lowers the energy (since the exact wavefunction is approached from above).
However, the convergence of truncated CI can be slow, higher excitations may contribute
non-negligibly, especially in multi-reference situations (e.g. bond breaking or stretched ge-
ometries). Notably, the fraction of correlation energy recovered by CISD tends todecrease
as the molecular size increases if one uses the same excitation truncation. This is because
larger systems have more room for electron correlation via higher-order excitations that
CISD cannot capture. For example, CISD might recover 95% of correlation for a single
small molecule, but for two non-interacting copies of that molecule, CISD would recover
appreciably less than 95% of the combined correlation energy (since some correlation in
each fragment would require simultaneous double excitations in each, i.e. a quadruple
overall, which CISD lacks). In other words, truncated CI yields a smaller fraction of
correlation for larger systems, re�ecting the fundamental issue ofsize-extensivity, discussed
below.

A key attractive feature of CI is that it is a linear variational method. The
CI expansion coe�cients cI are obtained by diagonalizing the true Hamiltonian in an
approximate subspace (spanned by the chosen determinants). Therefore, the CI ground-
state energyECI is always an upper-bound to the exact ground-state energy (for the
given Hamiltonian). In a �nite incomplete one-electron basis, the FCI energy is the exact
non-relativistic energy within that basis (often called the �full-CI limit� for that basis), and
any truncated CI will give an energy� EFCI for that basis. By the variational theorem,
improving (enlarging) the CI expansion can only lower or maintain the energy, and in the
limit of including all determinants, one obtains the exact energy in the basis [68]. This
variational property gives CI a systematic improvability and a direct measure of error: e.g.
the di�erence ECISD � EFCI in a given basis indicates the residual correlation missing due
to triples and higher. Also, asECI ! E0 (exact), the approximate CI wavefunctionj	 CI i
converges towards the exact wavefunction; expectation values of other observables tend to
improve as well (albeit not necessarily as rapidly as the energy).

In contrast, many other correlated methods arenon-variational. For example,
Coupled-Cluster (CC) theory with truncation does not produce energies that are guaranteed
to lie above the exact energy [542]. It often yields extremely accurate results even when
truncated (CCSD, CCSD(T), etc.), but its energy is not a variational upper bound �
indeed, truncated CC can sometimes give an energy lower than the true FCI energy in
the same basis [542]. The CI method's strict adherence to the variational principle is a
double-edged sword: it guarantees no �over-correlation� (one will never get an unphysical
energy below the true ground state), but it also means truncated CI must include many
terms to approach the exact result, whereas CC can achieve similar accuracy with fewer
parameters by using a nonlinear ansatz.
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A well-known de�ciency of truncated CI (except FCI) is the lack ofsize-extensivity
and size-consistency[540,543]. A method is said to besize-extensiveif the energy scales
linearly with the number of non-interacting identical subsystems (extensivity implies
that E(2A) = 2 E(A) for systemA duplicated, etc.). A related concept,size-consistency,
speci�cally means that for two non-interacting fragmentsA and B, the total energy
E(A + B) equals the sumE(A) + E(B), even if A and B have di�erent electronic
structures. Full CI is size-extensive and size-consistent by construction (since an exact
treatment simply sums the energies of separate subsystems). However, a truncated CI
expansion is not guaranteed to ful�ll these properties. In fact, CIS, CISD, etc., areneither
size-extensive nor size-consistent [542].

The error can be demonstrated by a simple example: consider two identical
moleculesA and B far apart with no interaction. A CISD calculation on the combined
A + B system will miss correlation energy that involves simultaneous excitations on both
A and B. In particular, a double excitation on fragmentA and a double excitation on
fragment B together constitute a quadruple excitation in the supermoleculeA + B. CISD,
which only includes up to double excitations overall, cannot capture both fragments'
correlation energy at once. As a result,ECISD (A + B) > E CISD (A) + ECISD (B ). The
de�ciency grows with system size: the more electrons or fragments present, the greater
the proportion of correlation that involves higher-than-double excitations. Consequently,
truncated CI energies do not scale properly with system size�the correlation energy per
electron e�ectively decreases as the system grows, indicating a failure of size-extensivity.

This is a serious drawback if one's aim is to apply the method to large systems,
as error rapidly accumulates. By contrast, coupled cluster methods with an exponential
ansatz are size-extensive by design, which has contributed to their popularity for extensive
systems. Various attempts have been made to correct the size-consistency error of
truncated CI a posteriori. A famous example is the Davidson correction [543], an empirical
perturbative estimate of the contribution of higher excitations (particularly the unlinked
quadruple excitation contribution missing in CISD). In the DavidsonCISD+Q approach,
one computes an approximate correction� EQ � (1 � c2

0); (ECISD � EHF ) (where c2
0 is

the weight of the reference in the CISD wavefunction) to estimate the e�ect of connected
quadruples [543]. Davidson-corrected CISD energies are often much closer to FCI and
approximately size-consistent for small systems, and this approach was used in the past to
mitigate errors. However, the correction is not exact and fails for larger systems where
higher-than-quadruple excitations matter; moreover, it provides no improved wavefunction.

Another strategy introduced by Pople and coworkers is theQuadratic Con�guration
Interaction method (QCI), such as QCISD, which incorporates nonlinear terms in the CI
expansion to restore size-extensivity approximately [544]. In practice, QCISD+T (and
later, CCSD(T)) became widely used, but it was shown that coupled cluster methods
are more robustly size-extensive than QCI [545]. In summary, while truncated CI is
variationally well-behaved, its lack of size-extensivity means it is not a consistent method
as the system grows or when considering separated subsystems. This signi�cantly limits
the applicability of straightforward truncated CI in computational chemistry, especially
compared to size-extensive methods like CC.

The computational cost of CI grows rapidly with the excitation level and number
of basis functions. Constructing and diagonalizing the Hamiltonian matrix in the FCI space
formally scales exponentially with system size. Even storing the FCI wavefunction requires
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O(Ndet) memory, which, as noted, grows combinatorially withN and M . For truncated
CI, the number of determinants is more manageable but still large: for example, CISD
includes the reference + all singles (Nocc � Nvirt con�gurations) + all doubles (� N 2

occ N 2
v irt

2
con�gurations). The count scales roughly asO(M 2N 2) for CISD (whereNocc � N and
Nvirt � M � N ), which is already quite steep. The operation count to evaluate the CI
eigenproblem is also high. A naive direct diagonalization of the Hamiltonian (of dimension
Ndet) would cost on the order ofO(N 3

det) operations, which is prohibitive forNdet beyond
a few thousands. Fortunately, one rarely constructs the full matrix explicitly for larger
CI; instead, one typically uses iterative (such as Davidson's [539]) algorithms to converge
a few lowest eigenvalues, requiring only matrix�vector products at each iteration. Each
matrix�vector multiplication can be performed by exploiting the structure of H : one
can loop over the determinants and sum contributions of Hamiltonian couplings (using
precomputed integrals) to form theH j	 i product. For CISD (singles and doubles), this
matrix�vector operation can be optimized to O(N 2

occN
2
virt ) per iteration (scaling roughly

as O(M 2N 2), similar to CCSD) [542]. Higher excitations increase the cost: e.g. CISDT
(triples) would involve O(N 3

occN
3
virt ) operations, akin toO(n7� n8) scaling, and CISDTQ

(quadruples) even more (O(n10) scaling in the worst case).

These steep costs make CISD the highest-level truncated CI feasible for most
molecules, and even then typically for small to medium molecules with moderate basis sets.
The memory bottleneck is also severe: storing millions ofcI coe�cients and addressing
them e�ciently is challenging. Modern approaches to manage CI spaces include factorizing
the determinants (e.g. in spin-coupled basis, or using string-based algorithms) and using
distributed parallel algorithms for FCI [541]. There are also specialized CI approaches like
Selected CI(which selects only the most important determinant excitations iteratively)
and Incremental FCI or Quantum Monte Carlo in FCI space, which aim to tackle larger
systems by sampling the determinant space. Nonetheless, the exponential baseline of FCI
looms in the background, and these methods only extend the reach somewhat. In summary,
the factorial growth of the CI expansion fundamentally limits the method's scalability.
This is often visualized as CI providing a systematically improvable butbrute-force route
to exactness, in contrast to coupled-cluster theory which achieves similar accuracy with a
clever re-summation of many excitations implicitly via an exponential ansatz.

To illustrate the procedure of an FCI calculation, Algorithm 3 outlines the main
steps one would follow to perform a full CI diagonalization for a given system:

Algorithm 3 Full CI (FCI) diagonalization

1: Choose a spin�orbital basis of sizeM and electron counts(N � ; N � ).
2: Generate all determinantsj� I i with those occupations;Ndet =

�
M
N �

��
M
N �

�
.

3: Compute one- and two-electron integralshpq and gpqrs in that basis.
4: Implement y = Ĥc without forming Ĥ : for eachJ , accumulateyJ =

P
I HJI cI using

Slater�Condon [19] rules (onlyI di�ering by � 2 substitutions couple).
5: Use an iterative eigensolver (e.g., Davidson [539]) with an initial guess (HF) to converge

the lowest eigenpair(E0; c) via repeatedy = Ĥc.
6: Return E0 and c de�ning j	 FCI i =

P
I cI j� I i [Eq. (3.44)].

This algorithm yields the exact non-relativistic ground-state energy (within the
chosen basis) by construction. In practice, steps 2 and 4 are the most computationally
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intensive: step 2 involves combinatorial generation of con�gurations, and step 4 (within
the iterative solver) is where the bulk of CPU time is spent (as each iteration requires
looping over millions of determinants for large FCI). Modern codes employ improvements
such as symmetry exploitation (using spin, spatial symmetry to block-diagonalizeH or to
generate con�gurations more smartly) and e�cient integral-direct methods (computing
needed integrals on the �y or screening tiny contributions) to push the limits of FCI. Still,
the exponential scaling means that FCI becomes intractable beyond perhapsN � 16
electrons inM � 30 orbitals even on large parallel computers, which corresponds to very
small molecules or minimal basis sets. Truncated CI with singles and doubles (CISD) has
a more benignO(n6) scaling and has been applied to moderately larger systems, but even
CISD is generally limited to perhaps tens of electrons in� 50�100 orbitals maximum, and
it still su�ers from the qualitative size-consistency problem and the missing correlation
from triples, etc.

Full CI provides the exact solution within a �nite basis by considering all possible
con�gurations, and truncated CI methods build up this solution by including excitations
of increasing rank (CIS, CID, CISD, . . . ). CI expansions are variationally well-founded
and systematically convergent, but su�er from prohibitive exponential cost and lack size-
extensivity when truncated. These limitations motivate the introduction of Coupled Cluster
theory, which o�ers an alternative compromise: by using an exponential wavefunction
ansatz, CC achieves size-extensive results and faster convergence with excitation level,
albeit at the expense of a non-linear, non-variational formulation. The transition from
CI to CC can be seen as moving from a linear variational treatment of correlations to a
non-linear one that e�ectively resums in�nite subsets of excitation contributions, leading
to improved accuracy and consistency for many-electron systems [545]. The strengths
and weaknesses of CI discussed here set the stage for understanding why coupled cluster
methods have become the preferred high-accuracy single-reference approach in electronic
structure theory.

3.1.9 Coupled Cluster Theory: CCSD and CCSD(T)

Coupled�cluster (CC) theory provides a systematically improvable, size�extensive
description of electron correlation for many�electron systems [19,29,542]. Originating in
nuclear physics (Coester and Kümmel) [546,547] and introduced to quantum chemistry by
ƒíºek, [548] CC employs the exponential ansatz

j	 CC i = eT j� 0i ; T = T1 + T2 + T3 + � � � ; (3.47)

wherej� 0i is (typically) the Hartree�Fock (HF) reference determinant andTk creates all
k-tuple excitations from j� 0i . In second quantization,

T1 =
occX

i

virX

a
ta
i ay

aai ; (3.48)

T2 = 1
4

occX

ij

virX

ab

tab
ij ay

aay
baj ai ; etc. (3.49)

The connected exponential generates products such asT2
1 =2!, T1T2, . . . , which implicitly

incorporate higher excitations; this connected�cluster structure enforcessize�extensivity
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(correct scaling with system size), in contrast to truncated CI [29, 542]. CC is not
variational (the energy need not be an upper bound), but in practice yields highly accurate
ground�state energies for single�reference systems [29].

Projecting the similarity�transformed Hamiltonian

�H � e� T HeT (3.50)

onto the reference and excited determinants gives the working equations:

ECC = h� 0j �H j� 0i ; (3.51)

0 = h� a
i j �H j� 0i ; 0 = h� ab

ij j �H j� 0i ; : : : (3.52)

where j� a
i i (j� ab

ij i ) denote singly (doubly) excited determinants. For two�bodyH , the
Baker�Campbell�Hausdor� expansion for �H terminates at fourth order in nested commu-
tators when only connected terms are retained (linked�cluster theorem) [19,29].

In CCSD, T is truncated to T1 + T2 [29,514]. The coupled, nonlinear amplitude
equations forf ta

i ; tab
ij g are solved iteratively using orbital�energy denominators and pre-

computed intermediates to reduce operation counts [19,542]. WithNo occupied andNv

virtual spatial orbitals, CCSD scales asO(N 2
o N 4

v ) (commonly reported asO(N 6)) and
storesO(NoNv + N 2

o N 2
v ) amplitudes [19,29]. An explicit spin�orbital expression for the

CCSD correlation energy reads (in a canonical MO basis)

E CCSD
corr =

X

ia

f a
i ta

i + 1
4

X

ijab

hij jjabi tab
ij + 1

2

X

ijab

hij jjabi ta
i tb

j ; (3.53)

with antisymmetrized two�electron integrals hij jjabi and Fock elementsf a
i [19, 542].

CCSD is size�extensive and typically recovers the majority of dynamic correlation for
single�reference problems [29].

The noniterative triples correction, CCSD(T), [529, 549] evaluates the leading
connectedT3 contribution to the energy using perturbation theory on top of converged
CCSD amplitudes. The additional cost scales asO(N 3

o N 4
v ) (overall O(N 7)) [19, 529].

For well�behaved, closed�shell molecules near equilibrium, CCSD(T) routinely achieves
�chemical accuracy� and is widely regarded as a practical gold standard for thermochem-
istry [19, 29, 549]. Breakdown can occur in multi�reference regimes (stretched bonds,
diradicals, many transition�metal complexes), for which diagnostics such as the T1 (and
D1) measures are commonly consulted [29,550].

Operationally, CCSD solves the nonlinear amplitude equations by �xed�point
iteration using a preconditioned update, exactly as outlined in Algorithm 4. Starting
from zero guesses for the single and double amplitudesf ta

i ; tab
ij g, each iteration �rst builds

intermediates, Fock�like and two�electron e�ective tensors constructed from the current
amplitudes, to avoid repeated high�cost tensor contractions. One then forms theprojected
residualsRa

i = h� a
i j �H (T1; T2)j� 0i and Rab

ij = h� ab
ij j �H (T1; T2)j� 0i , which are the working

expressions of the amplitude equations in Eq.(3.52) with the similarity�transformed
Hamiltonian �H = e� T HeT . The amplitudes are updated by dividing residuals by canonical
orbital�energy denominators, (" i � "a) for singles and(" i + " j � "a � "b) for doubles, a
preconditioner that accelerates convergence. After each update, the CCSD energy is
recomputed from Eq.(3.51), and Pulay's DIIS is usually applied to the amplitude vector
to minimize the residual norm and suppress oscillations. Iterations continue until both
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the energy change and the residual norms fall below tight thresholds; with standard
integral�driven intermediates, as previously noted, the leading cost scales asO(N 2

o N 4
v )

(often summarized asO(N 6)) and storage asO(NoNv + N 2
o N 2

v ). [19,29,29,542]

Once the CCSD amplitudes have converged, the noniterative triples correction(T)
is evaluatedin one shot using the convergedf ta

i ; tab
ij g and canonical denominators to yield

E(T ) , after which the �nal energy is reported asECCSD(T) = ECCSD + E(T ) . This adds an
O(N 3

o N 4
v ) step (overallO(N 7)) but often delivers �chemical accuracy� for well�behaved

single�reference systems; breakdown in strong multireference regimes can be diagnosed
though. [29,529,549,550]

Let ta
i denote the CCSD singles amplitudes (exciting an electron from occupiedi

to virtual a). Form the rectangular amplitude matrix T1 with elements(T1)ai = ta
i . The

D1 diagnosticof Janssen and Nielsen is the spectral norm ofT1,

D1 = kT1k2 =
r

� max

�
T1Ty

1

�
=

r

� max

�
Ty

1 T1

�
; (3.54)

i.e., the square root of the largest eigenvalue ofT1Ty
1 . Because it is based on the largest

singular value,D1 is size�intensive and more robust to orbital rotations than simple norms,
and it often �ags multi�reference character earlier thanT1 [551].

For comparison, theT1 diagnosticof Lee and Taylor measures the root�mean�square
magnitude of the singles vector,

T1 =

s P
ia jta

i j2

nocc
; (3.55)

with typical �safe� thresholds T1 . 0:02 for closed�shell cases [550]. In practice, many
users regardD1 . 0:05 as indicative of reliable single�reference behavior for CCSD(T) in
a given basis, whereas larger values (or simultaneously largeT1 and D1) suggest caution
and possible multi�reference treatment [551].
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Algorithm 4 CCSD �xed-point iteration

Require: One- and two-electron integrals, canonical orbital energiesf "pg, and HF refer-
ence determinantj� 0i .

1: Notation: occupied indicesi; j; : : : ; virtual indices a; b; : : :; cluster operatorT = T1 + T2;
similarity transform �H (T) � e� T HeT ; singles/doubles projectorsj� a

i i ; j� ab
ij i .

Ensure: CCSD correlation energy and amplitudesf ta
i ; tab

ij g.
2: Initialize amplitudes ta

i  0, tab
ij  0; set EHF .

3: repeat
4: Build CC intermediates (Fock-like and two-electron e�ective tensors) from current

f ta
i ; tab

ij g to reuse contractions e�ciently.
5: Form projected residuals (amplitude equations):

Ra
i = h� a

i j �H (T1; T2) j � 0i ; Rab
ij = h� ab

ij j �H (T1; T2) j � 0i :

6: Update amplitudes with canonical orbital-energy denominators (preconditioned
�xed point):

� a
i = " i � "a; � ab

ij = " i + " j � "a � "b;

ta
i  ta

i +
Ra

i

� a
i
; tab

ij  tab
ij +

Rab
ij

� ab
ij

:

7: Evaluate energyECCSD = h� 0j �H (T1; T2)j� 0i (or equivalently EHF + E CCSD
corr ).

8: Apply DIIS to the amplitude vector using residuals to accelerate convergence
(optional but recommended).

9: Test convergence: requirejE (k)
CCSD � E (k� 1)

CCSD j < " E and kRk < " R .
10: until both energy change and residual norms fall below thresholds
11: Output: convergedf ta

i ; tab
ij g and ECCSD .

12: (Optional) Noniterative triples: computeE(T ) from converged amplitudes with canoni-
cal denominators; reportECCSD(T) = ECCSD + E(T ) .

The reader must now have an understanding of the pros and cons of all these
methods and be able to understand what sets each of them apart. CI provides a conceptually
straightforward, systematically convergent approach to electron correlation, in contrast to
mean-�eld or density functional methods. HF theory, for instance, uses a single Slater
determinant optimized by the variational principle, but it includes only the average �eld
experienced by electrons and neglects the instantaneous electron correlation. As a result,
HF yields an energyEHF that is above the exact energy, missing thecorrelation energy
Ecorr = E0 � EHF . A full CI, in principle, recovers 100% of this correlation energy (within
the basis) by including all possible excited con�gurations. In practice, a truncated CI (like
CISD) recovers a large portion ofEcorr (e.g. 90�95%) but not all, whereas a well-chosen
coupled cluster method (like CCSD(T)) can often recover a similar >95�99% ofEcorr with
far fewer parameters.

DFT, on the other hand, approaches the correlation problem from a di�erent angle:
DFT includes correlation e�ects through an exchange-correlation functionalEXC [� ] rather
than an explicit multi-determinant wavefunction. DFT calculations are typically as fast as
HF (often scalingO(n3) with system size) and can handle very large systems, which is far
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beyond the reach of CI. However, DFT's accuracy depends on the approximation chosen
for EXC ; there is no systematic, improvable hierarchy akin to CISD! FCI. A good DFT
functional may yield energies and properties close to correlated wavefunction methods
for many systems, but it may also err for others, especially where the single-determinant
picture breaks down (multi-reference situations, strong static correlation). CI, by explicitly
building a multi-determinant wavefunction, can in principle handle multi-reference cases
well (indeed, FCI is the gold standard for any scenario, reproducing correct dissociation
limits, etc., within the �nite basis). Truncated CI, though, if truncated too low (like
CISD), may still fail if the true wavefunction has important higher-order excitations (for
example, at a bond dissociation limit, one might need essentially allN -tuple excitations to
describe the separated fragments correctly, requiring FCI or a multi-reference extension).

CC theory can be viewed as an alternative approach that uses an exponential
ansatz j	 CC i = eT j� 0i (with T = T1 + T2 + � � � a cluster operator) instead of the
linear expansion of CI. Truncated CC, such as CC with singles and doubles (CCSD)
and perturbative triples [CCSD(T)], manages to incorporate e�ects of higher excitations
through the exponential form (for example,T2 acting twice e�ectively generates certain
quadruple excitation components, etc.). This gives CC a faster convergence with excitation
rank and restores size-extensivity, at the cost of losing the strictly variational property. In
practical terms, CCSD typically outperforms CISD in accuracy for ground-state energies,
despite both using similar computational resources (on the order ofN 2

occN
2
virt amplitudes

or coe�cients) � CCSD recovers more correlation (often 98�99% for normal systems) and
is size-extensive. The famous CCSD(T) method (which includes a perturbative estimate
of triples) often achieves near chemical accuracy for a wide range of systems by capturing
> 99%of correlation energy, whereas CISD would be several percent o�. Thus, while CI
is conceptually simple and systematically improvable to exactness, it has largely been
supplanted by coupled-cluster methods for quantitative work on larger systems due to
the latter's better size-scaling and accuracy for a given truncation level. Nonetheless, CI
remains important in quantum chemistry as the foundation for understanding correlation,
as a reference for benchmarking (FCI is used to calibrate other methods in small systems),
and as a component in multi-reference methods (e.g. MR-CI in combination with Complete
Active Space approaches).

Our survey of classical electronic-structure methods is necessarily selective. We
omit several important families whose detailed treatment would require substantial ad-
ditional background and are not directly used in the work�ows we benchmark or in
the quantum algorithms we develop. For example, Møller�Plesset perturbation theory
(MPn) provides a low�cost, single-reference perturbative route that captures dispersion at
second order (MP2) but is non-variational and unreliable near degeneracies or for strongly
correlated systems, regimes central to some of our test cases and better handled here by
CCSD(T) or by active-space approaches [513,552]. Tensor-network methods, especially
the density matrix renormalization group (DMRG), can deliver near-exact results in
quasi-1D or weakly entangled orbital orderings, but they entail entanglement-aware orbital
localization/ordering and algorithmic choices beyond our current scope [553� 555]. Like-
wise, multireference methods (CASSCF/CASPT2/NEVPT2/MR-CI) are indispensable
when static correlation dominates (bond breaking, open-shell transition-metal chem-
istry), yet our focus is on single-reference benchmarks and on quantum work�ows that
start from compact active spaces and symmetry-tapered second-quantized Hamiltoni-



Chapter 3. Methods for Quantum Simulation of Fermionic Systems 69

ans [276,556,557]. Finally, Green's-function and quantum Monte Carlo techniques (e.g.,
GW/BSE; VMC/DMC/AFQMC) target excited-state spectroscopy or stochastic ground-
state projection with distinct error systems and implementation requirements; they fall
outside our emphasis on deterministic diagonalization (classical or sample-based) for
ground and low-lying states [558,559]. Where relevant, we might mention comparisons
against literature values from these methods but defer a full exposition to the cited works.

The CC idea though is very much relevant to quantum algorithms, as we'll see it
motivates the unitary coupled�cluster ansatzU(� ) = exp[T(� ) � Ty(� )] used in quantum
VQE [560,561]. While conceptually attractive, straightforward Trotterizations of UCCSD
generally produce circuits too deep for current hardware, motivating adaptive schemes
(ADAPT / qubit�ADAPT) discussed later in this thesis [291, 560, 561]. Beyond that,
it also remains important in sampling based approaches as a starting point for ansatz
construction [42].

3.2 Quantum Computational Chemistry Methods

We now take this discussion to Quantum Computational Chemistry methods. Our
focus here, as should be evident from the previous section, is on doing electronic structure
calculations. The Variational Quantum Eigensolver (VQE) utilizes similar approaches to
the classical algorithms, still requiring an initial guess of the ground state and relying on
an iterative approach that leverages the variational principle to converge to the minimum.
It also quickly rose to prominence as one of the only ones capable of being reliably executed
on present quantum hardware, hence our interest in it.

3.2.1 The VQE algorithm

It was �rst proposed and showcased by Alberto Peruzzo et al. in 2014 [30] as an
alternative to Quantum Phase Estimation (QPE). Both QPE and VQE were developed
to solve complex eigenvalue problems, such as those encountered in quantum chemistry.
QPE is recognized for its theoretical potential to signi�cantly accelerate calculations
beyond classical capabilities by focusing on the relationship between an eigenvector and its
corresponding eigenvalue. However, the implementation of QPE faces practical challenges,
primarily due to the extensive quantum coherence and the large number of quantum gate
operations required, which exceed current technological capabilities in quantum hardware.

Alternatively, VQE represents a hybrid approach that combines quantum and
classical computing techniques to estimate the eigenvalues and eigenvectors of Hamiltonians.
By utilizing the variational principle, VQE minimizes the energy expectation of a quantum
state through an iterative process, where quantum computations are performed to evaluate
the energy, and classical algorithms adjust parameters that prepare the quantum states
towards minimizing this energy. This method signi�cantly reduces the quantum coherence
time needed by leveraging shorter quantum operations. The e�ectiveness of VQE is partly
attributed to its use of parameterized quantum states, known as ansatz states, allowing for
a systematic and potentially more e�cient exploration of solution spaces with a polynomial
number of parameters. A simple pseudocode procedure is described in Algorithm 5
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Algorithm 5 Variational Quantum Eigensolver (VQE) Algorithm

Initialize:
- Choose an initial guess for the quantum state parameters,� initial

- Set convergence criteria"energy

- Set maximum number of iterations,max_iter
repeat

1. Construct the trial quantum state, j (� )i , using the current parameters� :
j (� )i = U(� )j0i whereU(� ) is the unitary transformation de�ned by �

2. Measure the expectation value of the Hamiltonian:
E(� ) = h (� )jH j (� )i

3. Use a classical optimizer to update the parameters:
� new = optimizer(�; E (� ))

4. Check for convergence:
if jE(� new) � E(� )j < " energy :

Convergence achieved, exit loop.
5. If not converged, update� to � new,

and go back to step 1 with the updated parameters.
until Convergence ormax_iter reached

Output:
- Optimized parameters�
- Minimum energy estimationE(� )
- Prepared quantum statej (� )i

To understand how this happens in a quantum chemistry context we'll go over
how a typical problem would be setup and what challenges need to be solved.

3.2.1.1 Problem mapping

The �rst thing we need to understand is the system we are studying. As men-
tioned in the previous section we'll be looking at molecular systems given by the Born-
Oppenheimer approximation as given in equation 3.9. In molecular systems, electrons are
fermions and must be described by fermionic operators that follow the Pauli exclusion
principle, which means the Hamiltonian is written using fermionic creation and annihilation
operators.

These operators do not directly correspond to the operations available on a
quantum computer, which manipulates qubits, the basic units of quantum information
that are typically manipulated using Pauli operators (X , Y, Z ), which obey speci�c
commutation relations and not the anti-commutation of fermionic particles. Let's write
these relations, for qubits we have

[� x ; � y] = 2i� z;

[� y; � z] = 2i� x ;

[� z; � x ] = 2i� y:

(3.56)

Where [A; B ] = AB � BA denotes the commutator of operatorsA and B, while X ,Y, and



Chapter 3. Methods for Quantum Simulation of Fermionic Systems 71

Z are the usual Pauli operators, for fermions we have

f ai ; ay
j g = ai a

y
j + ay

j ai = � ij ;

f ai ; aj g = f ay
i ; ay

j g = 0:
(3.57)

wheref A; B g = AB + BA is the anti-commutator, and � ij is the Kronecker delta.

Fortunately for us, Pascual Jordan and Eugene Wigner devised in 1928 a way to
map a fermionic Hamiltonian into a Pauli Hamiltonian [192] with what became known as
the Jordan-Wigner transformation. For brevity's sake, we'll simply state the mapping,

aj =

0

@
j � 1Y

k=1

� (k)
z

1

A � (j )
� ; ay

j =

0

@
j � 1Y

k=1

� (k)
z

1

A � (j )
+ (3.58)

where
� + =

1
2

(� x + i� y); � � =
1
2

(� x � i� y): (3.59)

This mapping can be inverted and give us a way to go back as well.

� (j )
� =

0

@
j � 1Y

k=1

� (k)
z

1

A aj ; � (j )
+ =

0

@
j � 1Y

k=1

� (k)
z

1

A ay
j (3.60)

Using these relations, it's even possible to check that all commutation and anti-commutation
are still respected before and after the mappings.

Beyond Jordan�Wigner, the parity transform encodes cumulative occupations
so that qubit j stores the parity pj �

P j
k=0 nk mod 2, with nk 2 f 0; 1g the fermionic

occupations.1 Creation/annihilation operators act locally on qubit j but are accompanied
by (i) a parity string on a su�x of qubits enforcing anticommutation and (ii) an update
string that �ips parities of qubits whose stored parities depend onnj . Using set notation
P(j ) for the parity su�x and U(j ) for the update set,2 The operators take the schematic
form

ay
j 7! 1

2

2

4
� Y

`2 U(j )

X `

�

(X j � i Yj )
� Y

`2 P (j )

Z`

�
3

5 ; aj 7! 1
2

2

4
� Y

`2 U(j )

X `

�

(X j + i Yj )
� Y

`2 P (j )

Z`

�
3

5 :

(3.61)
Relative to JW (which uses long pre�xZ strings), parity relocates theZ string to the
right of site j and renders global number parity�and, with spin�orbital interleaving, spin
parity�as single-qubit Z operators. This makes the twoZ2 parities especially transparent
and is routinely exploited to taper up to two qubits when N and Sz are �xed [31,196].
Comparative studies report shorter Pauli strings and advantageous symmetry exposure
for many molecular instances when using parity rather than JW [564].

Another possibility is the Bravyi�Kitaev (BK) transform, which balances occu-
pation and parity information across qubits by organizing modes on a binary indexed
(Fenwick) tree [193,195,563]. Each fermionic operator acts nontrivially only onO(logK )
qubits: a localX=Y on site j , together with parity and updatestrings whose supports are
1 We follow the conventions in Refs. [195,562].
2 P(j ) and U(j ) are de�ned by the chosen spin�orbital ordering; explicit constructions are given

in [195,563].
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Table 1 � Qualitative comparison of fermion�to�qubit mappings (for K spin�orbitals).
�Update� refers to the number of qubits a�ected when �ipping an occupation;
�Parity� refers to the number needed to compute fermionic parity. Shorter
support generally yields shorter Pauli strings and shallower two-qubit ladders.

Mapping Update support Parity support Notes

Jordan�Wigner (JW) O(1) O(K ) Simple; longZ chains ) long Pauli strings on
distant modes. Good for linear topologies.

Parity O(K ) O(1) Global (spin) parities appear as singleZ 's )
easy qubit tapering (often up to two). Longer
X=Y strings for updates.

Bravyi�Kitaev (BK) O(log K ) O(log K ) Balanced locality; typically shorter strings
than JW, easier tapering than JW. More
preprocessing/book-keeping and basis
changes.

the logarithmic-size ancestor/descendant sets ofj in the tree. In the same set notation as
Eq. (3.61), one can write

ay
j 7! 1

2

2

4
� Y

`2 UBK (j )

X `

�

(X j � i Yj )
� Y
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Z`

�
3

5 ; (3.62)

with jPBK (j )j; jUBK (j )j = O(logK ) by construction. Compared with JW'sO(K )-length
strings, BK reduces operator locality and often the two-qubit gate depth of chemistry
circuits, while still exposingZ2 symmetries amenable to tapering [195,563,565]. Empirically,
BK tends to yield measurement groupings with smaller commuting cliques and shallower
entangling ladders for electronic-structure Hamiltonians on near-term devices [564].

In practice, each mapping has distinct advantages that are summarized in Table 1.
JW is the simplest to implement and reason about, and often works well with chemically
ordered orbitals, but its longZ strings can in�ate two-qubit depth for excitations and for
Trotterized evolution. Parity is especially attractive when exploitingZ2 symmetries: for
typical spin-conserving problems, it places the spin-up and spin-down number parities
on singleZ operators, enabling deterministic removal (tapering) of up to two qubits
when N � and N � are �xed. BK provides shorter Pauli strings on average and can reduce
CNOT counts in Trotter steps; however, the encoded operators are more intricate (extra
basis changes and bookkeeping on the BK tree), which can increase single-qubit overhead
and complicate low-level circuit optimizations and some symmetry handlings compared
with parity. Ultimately, performance is problem- and hardware-speci�c, and orbital
reordering/localization remains important regardless of mapping [195,563].

After considering the fermion�to�qubit transform (e.g., Jordan�Wigner [192],
parity or Bravyi�Kitaev mappings [193,195,562]), we can exploit abelianZ2 symmetries
of the mapped Hamiltonian�notably total electron parity and spin-parity�to taper o�
qubits. Following Bravyi et al. [196], if a set of commuting Pauli symmetry generators
f Sj g commute with Ĥ and among themselves, there exists a Cli�ord unitaryU such
that USj Uy = Zqj . Fixing the symmetry eigenvaluessj 2 f� 1g (determined, e.g.,
from the Hartree�Fock bitstring) allows the substitutions Zqj 7! sj and removal of the
corresponding qubitsqj . Each independentZ2 symmetry reduces the qubit count by one,
block-diagonalizesĤ into symmetry sectors, and typically shortens the Pauli operator list
used for measurement [196].
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In addition to these parities, we normally restrict to �xed (N; Sz) sectors (number
and spin projection) and, when applicable, project onto irreducible representations of the
molecular point group. Such non-abelian symmetry information can further curtail the
relevant Hilbert space and reduce qubit requirements or excitation pools for variational
algorithms [566]. In practice, we select a mapping that exposes desired symmetries (par-
ity/BK often diagonalize parity operators in shorter strings than JW [195]), compute
symmetry eigenvalues from the mean-�eld reference, apply the Cli�ord tapering trans-
form [196], and carry the resulting constraints forward into ansatz design and measurement
grouping.

3.2.1.2 The ansatz

With the problem of mapping the system to a quantum computer solved let's
focus on the trial statej (� )i . In a quantum computer, this state will be described as
a quantum circuit, a sequence of quantum gates and measurements applied to a set of
qubits. These are unitary operators that manipulate qubits and enable the execution of
quantum algorithms.

Parametrizing quantum circuits involves de�ning quantum gates or sequences of
gates that depend on adjustable parameters. To do this we can use a variety of parametric
quantum gates, such asRx(� ), Ry(� ), and Rz(� ), where� is the rotation angle, as well as
their controlled counterparts. (A controlled gate is a gate that only applies the operation
if the control qubit is in state j1i ). It's also common to include entangling operations
in the circuit to generate a broader class of quantum states by introducing non-local
correlations between qubits. This ability is essential for VQE. The ground states of
many-body quantum systems, such as molecules, often exhibit entanglement. In Figure 10
we can see a 3-qubit parameterized quantum circuit.

Figure 10 � A 3-qubit circuit with eight � parameters which parameterized the
Ry rotations. The circuit also includes CNOTs as the entangling operations.

For chemistry applications there is a commonly used ansatz that is application-
inspired, the Unitary Coupled Cluster (UCC) ansatz [561]. The wave function is parametrized
as

j	( ~� )i = eT̂ (~� )� T̂ y (~� ) j� 0i (3.63)

where the excitation operator to ordern is de�ned as

T̂(~� ) = T̂1(~� ) + T̂2(~� ) + � � � + T̂n (~� );
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with the �rst and second-order terms given by

T̂1(~� ) =
X

i;m

� m
i ây

m âi ; (3.64)

T̂2(~� ) =
1
2

X

i;j ;m;n

� m;n
i;j ây

n ây
m âj âi : (3.65)

Here, the parameter vector~� = ff � m
i g; f � m;n

i;j g; : : :g encompasses sets of expansion
coe�cients. In practical applications, emphasis is typically placed on the Single-Doubles
(UCCSD) version, incorporatingT̂1(~� ) and T̂2(~� ); Expanding to include terms beyond
these involves the construction of more extensive circuits, which, as of now, are not feasible
due to limitations in both experimental setups and computational simulations.

Implementing the UCCSD expansion poses signi�cant challenges, especially con-
cerning the circuit complexity required for the exponential operations detailed in equation
3.63. The depth (circuit depth refers to the number of layers of quantum gates that are
executed sequentially in a quantum circuit, representing the time required to perform the
computation) of such circuits typically scales withO((N 2

occ) � (N 2
virt ) � Nqubits ), whereNocc

and Nvirt denote the counts of occupied and virtual orbitals involved in the excitations,
respectively. This makes this ansatz prohibitive for current quantum hardware.

3.2.1.3 Measurement cost and optimization pathologies

VQE runtime is often dominated by measurement. Molecular Hamiltonians
decompose into many Pauli strings; naive estimation requires shots scaling with the sum
of coe�cient variances.

Write the (qubit) molecular Hamiltonian as a weighted sum of Pauli strings,

H =
MX

k=1

ckPk ; Pk 2 f I ; X; Y; Z g
 n : (3.66)

Estimating E = hH i by sampling each term in its eigenbasis yields the unbiased estimator
Ê =

P
k ck p̂k , wherep̂k is the sample mean of� 1 outcomes forPk from Sk shots. Since

Var(p̂k) =
�
1 � h Pk i 2

�
=Sk � 1=Sk , the total variance is

Var(Ê ) =
X

k

c2
k

1 � h Pk i 2

Sk
: (3.67)

Minimizing this variance subject to a �xed total shot budget S =
P

k Sk gives the optimal
allocation Sk / j ck j

q
1 � h Pk i 2 and the bound

S &
1
"2

0

@
MX

k=1

jck j
q

1 � h Pk i 2

1

A

2

; (3.68)

to reach root-mean-square error" on E [39,40]. For realistic chemical Hamiltonians, the
sum in (3.68) can be large, making measurement the dominant VQE runtime cost.

Two widely used approaches compress measurement cost by reusing each shot
more e�ectively:
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(i) Commuting-group measurement.Partition f Pkg into G mutually commut-
ing groupsfGggG

g=1 (e.g., qubit-wise commuting or graph-coloring/minimum-clique-cover
groupings) so that allPk 2 Gg are jointly diagonalizable and measurable in a single rotated
basis [39,567]. IfSg shots are devoted to groupg, one obtains

Var(Ê ) =
GX

g=1

1
Sg

X

k2Gg

c2
k

�
1 � h Pk i 2

�
; (3.69)

and the same optimization yields
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The square-root aggregation inside each group lowers the e�ective prefactor compared
with (3.68).

(ii) Shadow-based and IC-POVM estimators.Instead of measuring eachPk directly,
classical shadowsuse random (typically local Cli�ord) measurements and classical post-
processing to predict many observables simultaneously. To estimateM bounded observables
with additive error " and failure probability � , the number of random measurements scales
as

S = O

 
� 2 log(M=� )

"2

!

; (3.71)

where� is the (problem-dependent) shadow norm that captures estimator variance [223].
Alternatively, informationally complete POVMs (IC-POVMs) implemented via ancilla-
assisted measurements provide a frame allowing joint estimation of all Pauli terms from
each shot; properly designed adaptive IC-POVMs can reduce the constant-factor variance
relative to Pauli sampling, at the expense of deeper measurement circuits and heavier
post-processing [235].

Even with e�cient measurement, VQE performance can be limited by the classical
optimization landscape. Hardware-e�cient ansätze may exhibit barren plateaus, where
gradient variances decay exponentially with system size, rendering local optimization
ine�ective [36,37]. Chemically motivated ansätze (e.g., UCCSD) often improve trainability
but at the cost of deeper circuits (and thus noise). Adaptive strategies such as ADAPT-VQE
and qubit-ADAPT-VQE build the ansatz iteratively by adding the operator with the largest
energy gradient, achieving compact circuits that mitigate barren-plateau behavior [291,568].
The trade-o� is measurement intensity: each iteration requires estimating many operator
gradients (or energy di�erences) with su�cient precision, so adaptive methods exchange
circuit depth for additional sampling.

Measurement requirements scale inversely with"2 and with problem-dependent
variance prefactors; exploiting commutativity structure, shadow tomography, or IC-POVMs
can substantially reduce constants, while ansatz choices balance expressivity, depth, and
trainability. These considerations motivate the sampling-based and short-time evolution
techniques developed in the next chapters, which retain systematic accuracy control while
avoiding fragile global optimizations.

This should be enough to understand how we can assemble all the relevant parts
to initiate a VQE calculation. Next, we'll take a look at how to simplify these calculations
to be able to use current hardware.
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3.2.2 Reducing the problem

In the previous section, we mentioned how circuit depth is closely tied to the
number of orbitals involved in the calculation, so one obvious simpli�cation would be
to reduce the number of orbitals being considered. This is also a strategy common in
classical methods known as Complete Active Space (CAS). It involves selecting a subset
of molecular orbitals, known as the active space, which includes all the electrons in these
orbitals for the FCI calculations. This selection is critical for capturing important electron
correlation e�ects in complex molecules, especially those involving transition metals or
with potential multi-reference character. The choice of orbitals and electrons de�nes the
"active space," and computations are restricted within this space, balancing computational
feasibility with accuracy [569].

The same approach can be used for VQE where only a small subset of molecular
orbitals will be used for the quantum calculation [405]. This allows us to "embed" HF or
even DFT results in the VQE calculation for the inactive space, which in turn ensures that
the limited quantum resources are applied to the most relevant part of the calculation.
The next problem then becomes choosing which molecular orbitals to include in the active
space.

Active Space Selection

As we mentioned before, CAS is a common strategy in classical calculations, which
means we can reuse strategies used in classical work�ows for VQE. Two common methods
are Density Matrix Embedding Theory (DMET) [53] and Atomic Valence Active Space
(AVAS) [570].

DMET works by dividing the entire system into fragments or subsystems. Each
fragment typically consists of a few orbitals and their associated electrons. For each
fragment, a high-level quantum mechanical calculation is performed. This part of the
calculation treats the electrons within the fragment explicitly, using accurate quantum
chemical methods to account for electron correlation e�ects robustly. The e�ects of the rest
of the system (the environment) on the fragment are included by constructing an e�ective
Hamiltonian. This Hamiltonian is used to simulate the interactions between the fragment
and its environment, crucial for capturing the physics of systems where interactions are
not localized just within the fragments but extend into the surrounding material. The core
of DMET is the use of density matrices to encapsulate the quantum state of the entire
system, even though only fragments are treated explicitly. The local density matrix of
a fragment, derived from the wave function of the whole system, informs the boundary
conditions or the embedding potential used in the fragment calculation. Usually, when used
in combination with VQE, only one small fragment is left for the quantum system [571].
Chapter 4 has a more in-depth explanation of DMET, but considering the relevance to
this thesis we do not spend too much time on its description.

AVAS, on the other hand, focuses on constructing a targeted active space for
quantum chemical calculations that speci�cally includes atomic orbitals contributing
to bonding or valence states in molecules. AVAS works by projecting the molecular
orbitals onto a pre-selected set of atomic orbitals, typically those considered to be involved
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in chemical bonding or reactions. This projection results in a subset of orbitals that
predominantly re�ects the valence character, simplifying the complexity of electronic
structure calculations while maintaining the focus on chemically relevant interactions.
This approach is particularly useful in transition metal chemistry and other scenarios
where understanding the electronic structure around speci�c atoms is crucial. The AVAS
method helps isolate the e�ect of these valence orbitals, making it easier to analyze and
interpret the role of these electrons in chemical properties and reactivity.

Further on Chapter 5 another method that is particularly suited for studying
chemical reactions called Local Embedding will be described an utilized in our work [6,250].

3.2.3 VQE variations

Beyond trying to simplify the problem, there is active research in modifying the
ansatz construction to have better starting points for the optimization and facilitate
convergence by limiting the search space for the ansatz. Below, we describe two such
methods that try to iteratively build the ansatz so as not to let it increase to unnecessarily
large depths for given convergence criteria. Note that this is not an exhaustive list, and
despite the sheer amount of available VQE variations, we want to keep this section brief
by tackling only the ones relevant to this work.

3.2.3.1 ADAPT-VQE

The idea behind the Adaptive Derivative-Assembled Pseudo-Trotter ansatz Vari-
ational Quantum Eigensolver (ADAPT-VQE) is to start with a simple initial ansatz
and iteratively enhance it by incorporating additional operators based on their ability
to decrease the system's energy, thus systematically approaching the true ground state
energy [568].

The process begins with the selection of a minimal set of fermionic operators that
signi�cantly impact the correlation energy of the molecular system. These operators are
then added one at a time to the existing ansatz. After each addition, the parameters of the
new ansatz are optimized to minimize the Hamiltonian's expectation value. This stepwise
re�nement continues until the addition of new operators no longer yields signi�cant energy
improvements, or until prede�ned accuracy requirements are met.

What sets ADAPT-VQE apart is its dynamic building of the ansatz which is
based directly on the system's response, rather than relying on a predetermined set of
excitations like UCCSD. Each iteration involves calculating the gradient of the energy with
respect to each operator not yet included in the ansatz, selecting the operator that most
reduces the energy, and then recalculating the energy. This method allows ADAPT-VQE
to achieve high accuracy with potentially fewer parameters and shallower circuits. The
pseudocode description is given in Algorithm 6
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Algorithm 6 Adaptive Derivative-Assembled Pseudo-Trotter VQE (ADAPT-VQE)

Initialize:
- Choose a reference statej	 0i
- De�ne a threshold � for acceptable energy improvement
- Initialize an empty ansatzA
- Set maximum number of iterations,max_iter

repeat
1. Compute energy gradients:

- For each operator� =2 A , calculate:
r E(� ) = @h	( � )jH j	( � ) i

@�
2. Select operator� � with the highest negative gradient:

- � � = arg min � r E(� )
3. Add � � to ansatz A
4. Optimize ansatz parameters to minimizeE = h	( � )jH j	( � )i (Usual VQE proce-
dure)
5. Calculate change in energy� E
6. Check for convergence:

if j� E j < � :
Convergence achieved, exit loop.

7. If not converged, updateA and continue
until Convergence ormax_iter reached

Output:
- Optimized parameters and the minimal energy
- The re�ned quantum state j	( � )i

3.2.3.2 qubit-ADAPT-VQE

There is one more alternative based on the previous variation, the qubit-Adaptive
Derivative Assembled Problem-Tailored (qubit-ADAPT) VQE is an evolution on the
ADAPT-VQE strategy, speci�cally tailored to leverage the advantages of present quantum
devices more e�ectively. Unlike the original ADAPT-VQE, which used a pool of fermionic
operators requiring complex mappings and potentially deep circuits, qubit-ADAPT employs
a pool of simpler Pauli string operators. This shift dramatically reduces the complexity
of the quantum circuits involved, particularly in terms of the number of required CNOT
gates, which are a common bottleneck in terms of coherence time and error rates on
current quantum hardware.

Qubit-ADAPT maintains the systematic, dynamic construction of the wavefunc-
tion ansatz characteristic of ADAPT-VQE but does so with a more hardware-e�cient
approach. Each operator in the pool is evaluated for its e�ect on the system's energy,
and the most impactful operator is iteratively added to the ansatz. This method not
only retains the adaptability and precision in targeting the ground state energy but also
signi�cantly lowers the circuit depth and the operational overhead, making it better suited
for the limited capabilities of current devices. Due to the similarity to ADAPT-VQE, we'll
omit the pseudocode for this variation.

Furthermore, a new completeness condition introduced with qubit-ADAPT ensures
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that the pool of operators is su�cient to potentially converge to the exact ground state.
The proof provided with qubit-ADAPT shows that the minimal number of operators
needed in the pool grows linearly with the number of qubits [291].

3.3 Adapted Article: Exploring qubit-ADAPT-VQE for materials

discovery

Previous sections established the second-quantized setting, our spin/orbital label-
ing conventions, and the measurement-aware mindset that motivates sample-based solvers
later in the thesis. In this chapter I revisit a published case study through that common
lens: qubit-ADAPT-VQE as a compact, hardware-attentive route to adsorption energet-
ics in porous materials. The presentation below adopts the notation and assumptions
used elsewhere in the thesis and foreshadows the sampling-centric strategies developed in
Chapters 4�6.

Provenance and reuse. This chapter reworks material originally published as: M. A.
Barroca, R. N. B. Ferreira, and M. Steiner,Exploring qubit-ADAPT-VQE for materials
discovery, APL Quantum 1, 046103 (2024), DOI: 10.1063/5.0219500. The article is
open access under a Creative Commons Attribution (CC BY 4.0) license (link). Text is
independently rewritten but �gures, tables and numerical results are reproduced as in the
original. This use complies with the CC BY terms, with full attribution to the version of
record.

Abstract. Direct air capture (DAC) of carbon dioxide is a promising method for miti-
gating climate change. Solid sorbents, such as metal-organic frameworks, are currently
being tested for DAC application. However, their potential for deployment at scale has
not been fully realized. The computational discovery of solid sorbents is challenging,
given the vast chemical search space and the DAC requirements for molecular selectivity.
Quantum computing can potentially accelerate the discovery of solid sorbents for DAC by
predicting molecular binding energies. In this work, we explore algorithms for predicting
gas adsorption in metal-organic frameworks using a quantum computer. Speci�cally, we
simulate the potential energy surfaces of CO2, N2, and H2O molecules at the Mg+2 metal
center that represents the binding sites of typical metal-organic frameworks. We apply the
qubit-ADAPT-VQE technique to run simulations on both classical and quantum computing
hardware, and achieve reasonable accuracy while maintaining hardware e�ciency.

3.3.1 Problem Statement

Technologies that capture greenhouse gases (GHGs) are a central pillar of climate-
mitigation portfolios because they directly lower atmospheric concentrations and help
constrain warming [572]. One pragmatic pathway is to retro�t existing fossil-based power
infrastructure for post-combustionCO2 capture. Doing so extends the useful lifetime
of installed assets while reducing their contribution to the global carbon budget. Yet
eliminating ongoing emissions alone will not su�ce to meet temperature targets: active
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removal of CO2 from ambient air is required [573]. DAC addresses this need by using
sorbent materials that selectively bindCO2 directly from the atmosphere.

Liquid sorbents, especially amine solutions, are mature and widely deployed
for CO2 capture [574]. They o�er rapid uptake kinetics and high saturation capacities,
but their drawbacks are well known: corrosion and a large regeneration heat duty that
typically accounts for 60� 80% of total CCS operating costs [575, 576]. Porous solid
sorbents provide an alternative route that can mitigate these issues. This materials class
spans zeolites, metal�organic frameworks (MOFs), covalent�organic frameworks, zeolitic
imidazolate frameworks, and porous polymer networks, among others. Because adsorption
can proceed via physisorption (i.e., without forming chemical bonds) regeneration energies
(and therefore operating costs) can be markedly reduced [577]. On the other hand, solid
sorbents often exhibit sensitivity to water vapor: competitiveH2O adsorption can lower
CO2 selectivity, and water can passivate sites, hindering full regeneration [578].

Among candidate solids, MOFs stand out for their tunable pore architectures and
vast chemical diversity [579]. Built from metal nodes and organic linkers, MOFs assemble
into nanoporous networks with channel diameters ranging from a few to tens of ångströms.
Crucially, geometric and chemical features can often be varied semi-independently to
optimize both absolute capacity and relative selectivity for a target separation [580]. This
�exibility creates a computational challenge: the combined space of hypothetical [581,582]
and experimentally realized [583] MOFs now comprises on the order of105� 106 candidates,
complicating down-selection.

(a) (b)

Figure 11 � Mg-MOF-74 structure: (a) conventional unit cell (162 atoms) and (b)
primitive unit cell (54 atoms). Reproduced fromM.A. Barroca, et al., [5] (DOI)
CC BY 4.0 (link).

Although interest in using quantum computers for carbon-capture modeling is
rising, the published literature remains sparse. Most prior work targets methods capable
of treating large MOF fragments. A prominent example is DMET, which, as discussed
previoulsy, partitions the crystal into fragments handled at high �delity while the remainder
is represented approximately. This construction enables accurate treatment of strong
interactions and entanglement at reduced cost [265,266]. DMET has been combined with
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quantum algorithms by assigning the fragment (high-level) step to a quantum backend
while the environment remains classical, thereby focusing quantum resources on chemically
relevant regions [584,585]. In contrast, the present study examines how the high-level step
itself can be improved by adopting a modern variant of the VQE. [30,560,586]

Here we carry out quantum-chemistry calculations on both classical simulators
and superconducting-qubit processors available via the IBM Quantum platform to estimate
binding potentials for representative atmospheric molecules�CO2, H2O, and N2�in a
simpli�ed model of adsorption at aMg2+ metal center that abstracts common MOF binding
sites. We explore VQE variants, with emphasis on qubit-ADAPT-VQE, to simulate gas
adsorption in MOFs on contemporary hardware and to assess the approach's promise
for accelerating DAC-relevant materials discovery. In addition, we provide a systematic
comparison across VQE methods, outlining their respective advantages and limitations,
and we highlight avenues for improvement and future investigation. To constrain chemical
scope while retaining relevance, we focus on the X-MOF-74 family (X= Mg2+ , Ni2+ ,
Fe2+ , Co2+ , Zn2+ , Mn2+ , Cu2+ ) as a template for probing MOF diversity. MOF-74
is characterized by coordinatively unsaturated (open) metal sites that can form bonds
with adsorbates; such chemisorption strongly a�ects adsorption strength and selectivity,
especially at low pressures, and largely sets the energetic cost of desorption [577,578].

3.3.2 Methods

We use three complementary modalities: classical simulations, quantum simula-
tions, and quantum experiments to generate and analyze adsorption energetics. Classical
simulations are standard electronic-structure calculations on a conventional computer,
driven by PySCF [587, 588]. Quantum simulations evaluate VQE circuits in noiseless
emulation on classical hardware using Qiskit [589,590]. Quantum experiments execute the
same VQE work�ows and circuits on superconducting devices accessed via IBM Quantum;
as such, they are inherently subject to hardware noise.

Because the Mg-MOF-74 primitive cell in Fig. 11 contains more than 50 atoms, we
adopt a further reduction: a single metal ion that represents an open metal site interacting
with the adsorbate. This choice re�ects current hardware limits for reliable circuit execution
given width and depth. A more faithful MOF treatment would include additional atoms
around the metal center, but that pushes quantum resource requirements beyond the
reach of available devices [585]. Within this simpli�ed model, we compute potential-energy
surfaces (PES) for multiple metal/molecule pairs and extract equilibrium separations and
binding energies for the systems shown in Fig. 12. The aim is a proof-of-concept for how
quantum computing can contribute to DAC materials discovery.

Species selection

Given the central role of the metal node in DAC-relevant MOFs, we focus on
the Mg2+ ion paired with each of the three probe molecules (H2O, CO2, N2), yielding six
distinct systems. In brief,Mg2+ + H2O is expected to be the simplest case because it has
the fewest orbitals.
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(a) (b) (c)

Figure 12 � Molecular geometries and bond axes used in the PES calculations
for (a) H 2O, (b) N 2 and (c) CO 2 molecules in the vicinity of a metal
ion M . For H2O, the ion is moved along the C2 rotation axis. For N2, the
ion is moved along the N-N axis. For CO2, the ion is moved along the O-C-O
axis. Reproduced fromM.A. Barroca, et al., [5] (DOI) CC BY 4.0 (link).

Classical simulation methods

Two levels of theory are employed in PySCF: Hartree�Fock (HF) and density
functional theory (DFT). All calculations, classical and quantum, use the same 6-31G*
basis set; DFT adopts the B3LYP functional. These choices mirror the methodology used
to construct the 3D geometries (SD �les) for H2O, CO2, and N2 obtained from the NIST
Chemistry WebBook, which also supplies the molecular structures used herein [591]. The
classical calculations serve as references and as inputs for quantum work�ows, since the
one- and two-electron integrals required for the second-quantized fermionic Hamiltonian
are derived from them.

Quantum simulations and experiments

We examine three VQE variants:

ˆ UCCSD benchmark. A standard VQE using an application-speci�c, compute-
intensive UCCSD ansatz [592], treated as the quantum benchmark because it typically
yields the best accuracy for this setting. It is, however, di�cult to deploy on today's
hardware due to circuit complexity. Operator ordering matters; we apply double
excitations before singles, following Ref. [593].

ˆ Hardware-e�cient heuristic. A standard VQE with a general-purpose, hardware-
e�cient ansatz [594] that is tractable on current devices. In our case, layers ofRY

and RZ rotations (denotedRY RZ ) converge to the target energies, albeit typically
requiring more iterations.

ˆ qubit-ADAPT-VQE. A modi�ed ADAPT-VQE [568] that builds the ansatz from
a pool of qubit-space operators. This qubit-ADAPT-VQE achieves UCCSD-like
accuracy with substantially reduced hardware demands [291].

For each variant we perform noiseless Qiskit simulations [589,590] and execute the
same circuits on IBM Quantum hardware to assess noise impact under otherwise identical
work�ows.
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Table 2 � The qubit-ADAPT-VQE ansatz converges in 3x and 116x fewer iterations, and is
5x and 25x faster than the UCCSD-VQE and RY RZ-VQE ansatze, respectively.
The number of iterations for qubit-ADAPT-VQE is the sum of all VQE iterations.
Reproduced fromM.A. Barroca, et al., [5] (DOI) CC BY 4.0 (link).

UCCSD-VQE RY RZ-VQE qubit-ADAPT-VQE

Run time (s) 25 151 6
Total # of iterations 133 4892 42
Energy Value (Ha) -56.93440792 -56.93383614 -56.93411960

Active space selection

To contain VQE cost, we construct compact active spaces using PySCF's atomic
valence active space (AVAS) procedure [570]. AVAS automatically identi�es chemically
relevant valence orbitals(e.g., transition-metald functions or bond-dissociation orbitals)
as the seed for an active space suitable for strongly correlated problems where single
determinants fail. The approach leverages DMET ideas to determine a minimal set of
orbitals su�cient to capture essential physics, with a target size no more than roughly
twice the initial set. Unlike fragment�bath partitions, AVAS keeps the occupied/virtual
character of active orbitals, enabling natural truncation while preserving key determinants.

We recompute the active space at each metal�molecule separation. At large separa-
tions the molecule remains near its equilibrium con�guration with essentially unperturbed
orbitals; as the ion approaches, the active space transitions to those orbitals participating
in bond formation, re�ecting the evolving metal�adsorbate interaction.

3.3.3 Results and discussion

Convergence studies

We �rst benchmark qubit-ADAPT-VQE against two standard VQE baselines.
Figure 13 compares all three approaches in terms of total VQE iterations, convergence
behavior, and accuracy relative to the ground-state energy obtained by direct diagonal-
ization of the second-quantized Hamiltonian in NumPy (formally equivalent to FCI) [18].
The test case is theMg2+ + H2O model at a separation of1:9 Å with an active space
of six electrons in seven molecular orbitals, i.e.,(6; 7). Table 2 lists wall-clock runtime
and iteration counts to convergence for each ansatz. In this setting, qubit-ADAPT-VQE
requires3� and 64� fewer iterations than UCCSD-VQE andRY RZ -VQE, respectively,
and is 5� and 12� faster in runtime. Qubit-ADAPT-VQE resets the iteration count each
time the ansatz is enlarged.

Beyond faster convergence, qubit-ADAPT-VQE is markedly more hardware-
e�cient. Table 3 reports circuit sizes�expressed in native gate counts and transpiled
depth for IBM backends�evaluated at the largest circuit depth reached by qubit-ADAPT-
VQE. The most consequential metric is the CNOT count, since two-qubit operations
typically have error rates orders of magnitude higher than single-qubit gates.

The observed advantage arises because qubit-ADAPT-VQE grows the ansatz on
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Figure 13 � Convergence to the ground-state energy from quantum simulations
using UCCSD-VQE (green), RY RZ -VQE (red), and qubit-ADAPT-
VQE (blue) as a function of the total number of VQE iterations.
The black line shows the target from direct diagonalization of the fermionic
Hamiltonian in NumPy (FCI-equivalent). All ansätze converge to within
chemical accuracy (� 1 mHa) of the target. Notably, qubit-ADAPT-VQE
reaches this tolerance in far fewer iterations than UCCSD-VQE andRY RZ -
VQE. Energies correspond to the(6; 7) active-space calculation.Reproduced
from M.A. Barroca, et al., [5] (DOI) CC BY 4.0 (link).

Table 3 � Comparing the circuit sizes generated by di�erent ansätze. qubit-
ADAPT-VQE manages to get satisfactory results while using the shallowest
circuits. Circuits are described in terms of the number of gate operations
and depth required to run on IBM quantum hardware.Reproduced fromM.A.
Barroca, et al., [5] (DOI) CC BY 4.0 (link).

UCCSD-VQE RY RZ-VQE qubit-ADAPT-VQE

# of CNOT gates 1610 27 20
# of Rz gates 1191 125 37
# of Sx gates 878 80 19
# of X gates 44 5 1
Depth 3255 35 30

demand from an operator pool, adding operators only when convergence thresholds warrant
expansion. Our pool is generated by (i) constructing a UCCSD ansatz, (ii) mapping
the fermionic operators to qubit operators via the parity transform, and (iii) discarding
Pauli strings with an even number ofY operators, retaining only the �odd� strings that
contribute to the energy [291]. We further removeZ-chains longer than two after verifying
they yield negligible improvement. The parity mapping is selected over Jordan�Wigner
because it preserves particle-number parity for each spin sector and enables the removal of
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two redundant qubits for these problems [195]. After testing several optimizers (BFGS,
COBYLA), we adopt SLSQP due to faster convergence in our experiments. Convergence
thresholds are set to: maximum outer iterations= 4, maximum operator gradient= 10� 4,
and maximum change in the energy expectation value between consecutive iterations
= 10� 3. These settings achieve chemical accuracy (� 10� 3 Ha) relative to UCCSD-VQE
and NumPy references, and are used for all qubit-ADAPT-VQE runs.

No noise model is included in the simulations: our primary goal is to compare
ansätze and work�ows against the NumPy diagonalization benchmark on a level playing
�eld. Only once convergence/accuracy are established do we repeat the best-performing
procedure on quantum hardware.

Active-space size is chosen to keep quantum runs tractable. When feasible we use
the AVAS procedure; otherwise, if the implied active space would exceed15 qubits, we
default to a (6; 7) space centered on the HOMO�LUMO region with orbitals ordered by
energetic contribution. This choice uses10� 11 qubits and balances �delity with runtime.
All VQE and PySCF calculations are executed on a laptop (Apple MacBook Air M1
2020) in a slim, reproducible software environment. Please refer to the �Code availability�
section for further details.

Mg+2 systems

Given the strong cost�bene�t demonstrated by qubit-ADAPT-VQE in simulation,
we selected it as the primary candidate for execution on quantum hardware. To make
these runs feasible on currently available devices, we further reduced the active space to
three electrons in four molecular orbitals(3; 4), which maps to just 4 qubits. Although
the hardware nominally supports larger qubit counts, the circuit depths required for this
application, absent fault tolerance, arere not reliably executable. As before, the molecular
orbitals are chosen around the HOMO�LUMO region and ordered by energy. We cap
each execution at 1024 shots; depending on the metal�molecule separation, a single point
requires �ve to eight hours. With an average of nine points per PES, a full surface demands
roughly 40� 72 hours of compute time.

This 4-qubit restriction led us to con�ne hardware VQE calculations �hereafter
'hardware experiments' � to Mg2+ systems. In this con�guration, the active space con-
tributes only � 5% of the absolute ground-state energy, so extending to heavier ions such
as Zn2+ would reduce the active-space share even further and yield diminishing returns.
All hardware experiments use Qiskit Runtime onibmq_montreal with Twirled Readout
Error Extinction (T-REx) for error mitigation [595].

We construct PES curves by evaluating the energy along the bond axis for
metal�molecule separations from0:3 to 3:6 Å in 0:3 Å increments. After sampling, we �t a
Morse potential [596] to extract equilibrium distances and binding energies; plotted energies
are shifted so that the asymptotic (in�nite-separation) limit is set to zero, simplifying the
readout of binding energies.

For Mg2+ paired with each of the three probe molecules, we simulate the three
VQE variants: RY RZ -VQE, UCCSD-VQE, and qubit-ADAPT-VQE in a (6; 7) active
space and assess accuracy against direct diagonalization (NumPy). In Fig. 14, both qubit-
ADAPT-VQE and UCCSD-VQE reproduce the NumPy benchmark to within chemical
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accuracy, with UCCSD-VQE reaching slightly tighter agreement(� E . 10� 6 Ha). By
contrast, RY RZ -VQE tracks the benchmark only for the simplest case,Mg2+ + H2O; for
N2 and CO2 it overestimates energies left of the minimum and underestimates to the right,
degrading the Morse �t and the derived observables.

(a) (b) (c)

Figure 14 � Potential energy surfaces and energy di�erences with respect to
direct diagonalization with NumPy, for (a) Mg +2 + H 2O, (b) Mg +2

+ N 2 and (c) Mg +2 + CO 2 systems. The black dashed line in the� E plot
represents the chemical accuracy threshold. Noiseless quantum simulations of
UCCSD-VQE (green circles) and qubit-ADAPT-VQE (blue circles) match the
NumPy (magenta triangles) benchmark in all three cases, however, RY RZ-VQE
(red circles) only matches the benchmark for the simplest system, namely,
Mg+2 + H 2O. The black dashed line in the� E plot represents the chemical
accuracy threshold.Reproduced fromM.A. Barroca, et al., [5] (DOI) CC BY
4.0 (link).

On the basis of Fig. 14 (accuracy) together with Table 2, Table 3, and Fig. 13
(e�ciency), we proceed with qubit-ADAPT-VQE on hardware. Consistent with the device
constraints, we restrict the hardware demonstration to the smallest system,Mg2+ + H2O,
and use the(3; 4) active space.

The results in Fig. 15 include a direct comparison to hardware. While the raw
hardware energies remain within10� 1 Ha of the benchmark, the Morse �t to those data
overlays closely with the NumPy and simulated-VQE �ts, despite the noise intrinsic
to present-day devices. Each hardware point uses 1024 shots with T-REx mitigation;
increasing the shot count did not improve accuracy, and more aggressive techniques such
as zero-noise extrapolation increased variance beyond acceptable levels.

In these plots, solid markers denote sampled points and solid lines denote Morse
�ts. Circles represent VQE simulations, triangles the NumPy diagonalization, squares
PySCF calculations, and diamonds the hardware experiments.

From the �tted Morse curves for Mg2+ + H2O, we extract observables (equilibrium
distance and binding energy) summarized in Table 4. Although the hardware results do not
achieve chemical-accuracy agreement, qubit-ADAPT-VQE simulations and NumPy match
closely, and theibmq_montreal values agree reasonably well given the larger uncertainties
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Figure 15 � Potential Energy Surfaces and energy di�erences with respect to
direct diagonalization with NumPy (purple triangles) for VQE
quantum experiments on hardware (black diamonds) and qubit-
ADAPT-VQE simulation (blue circles). The black dashed line in the
� E plot represents the chemical accuracy threshold. The adjusted Morse
potentials exhibit a considerable overlap, despite the level of noise present
in the hardware data points, which leads to a reasonable agreement between
the observables shown in Table 4.Reproduced fromM.A. Barroca, et al., [5]
(DOI) CC BY 4.0 (link).

induced by hardware noise.

We next compare PES from classical PySCF methods (HF, DFT) with the best
simulated quantum approach (qubit-ADAPT-VQE, (6; 7)). For Mg2+ + H2O, Fig. 16a
also includes the hardware experiment (qubit-ADAPT-VQE onibmq_montreal, (3; 4)).
HF does not achieve� E . 10� 3 Ha, whereas qubit-ADAPT-VQE is the only method to
reach chemical accuracy. DFT deviates by10� 1 Ha across these systems.

Despite noise, the hardware PES aligns reasonably with classical references. This
is evident visually in Fig. 16 and quantitatively in Table 5. Binding energies agree within
the quoted uncertainties across methods; equilibrium distances from qubit-ADAPT-VQE
and HF coincide, and both are2� 3% larger than the DFT predictions.

Tightening qubit-ADAPT-VQE convergence thresholds would likely reduce resid-
ual errors further, but since chemical accuracy is already achieved we prioritize shallow
circuits and hardware e�ciency. Finally, we note that our error-mitigation choices trade
some precision for accuracy; given the observed uncertainty levels, we avoided more
advanced strategies that would have increased variance.
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